Blind Video Deflickering by Neural Filtering with a Flawed Atlas

EY

Chenyang Lei’?* Xuanchi Ren
ICAIR, HKISI-CAS  2Princeton University

Input

Output

3,4

3University of Toronto

Qifeng Chen®
4Vector Institute

Zhaoxiang Zhang'
SHKUST

Figure 1. Blind deflickering performance of our approach on Betty Boop (1934). Many videos can have flickering artifacts for various
reasons. Our approach takes only the input video and removes the flicker automatically without any extra guidance.

Abstract

Many videos contain flickering artifacts;, common causes
of flicker include video processing algorithms, video gener-
ation algorithms, and capturing videos under specific situ-
ations. Prior work usually requires specific guidance such
as the flickering frequency, manual annotations, or extra
consistent videos to remove the flicker. In this work, we
propose a general flicker removal framework that only re-
ceives a single flickering video as input without additional
guidance. Since it is blind to a specific flickering type or
guidance, we name this “blind deflickering.” The core of
our approach is utilizing the neural atlas in cooperation
with a neural filtering strategy. The neural atlas is a uni-
fied representation for all frames in a video that provides
temporal consistency guidance but is flawed in many cases.
To this end, a neural network is trained to mimic a filter
to learn the consistent features (e.g., color, brightness) and
avoid introducing the artifacts in the atlas. To validate our
method, we construct a dataset that contains diverse real-
world flickering videos. Extensive experiments show that
our method achieves satisfying deflickering performance
and even outperforms baselines that use extra guidance on
a public benchmark. Source code is publicly available at
https://chenyanglei.github.io/deflicker.

*Equal contribution.

1. Introduction

A high-quality video is usually temporally consistent,
but many videos suffer from flickering for various reasons,
as shown in Figure 2. For example, the brightness of old
movies can be very unstable since some old cameras can-
not set the exposure time of each frame to be the same
with low-quality hardware [16]. Besides, indoor lighting
changes with a certain frequency (e.g., 60 Hz) and high-
speed cameras with very short exposure time can capture
the rapid changes of indoor lighting [25]. Effective pro-
cessing algorithms such as enhancement [38, 45], coloriza-
tion [29, 60], and style transfer [33] might bring flicker-
ing artifacts when applied to temporally consistent videos.
Video from video generations approaches [46, 50, 61] also
might contain flickering artifacts. Since temporally consis-
tent videos are generally more visually pleasing, removing
the flicker from videos is highly desirable in video process-
ing [9, 13, 14,54,59] and computational photography.

In this work, we are interested in a general approach
for deflickering: (1) it is agnostic to the patterns or levels
of flickering for various reasons (e.g., old movies, high-
speed cameras, processing artifacts), (2) it only takes a sin-
gle flickering video and does not require other guidances
(e.g., flickering types, extra consistent videos). That is to
say, this model is blind to flickering types and guidance, and
we name this task as blind deflickering. Thanks to the blind
property, blind deflickering has very wide applications.
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Figure 2. Videos with flickering artifacts. Flickering artifacts exist in unprocessed videos, including old movies, old cartoons, time-lapse
videos, and slow-motion videos. Besides, some processing algorithms [6, 18, 60] can introduce the flicker to temporally consistent unpro-
cessed videos. Synthesized videos from video generations approaches [46, 50, 61] also might be temporal inconsistent. Blind deflickering
aims to remove various types of flickering with only an unprocessed video as input.

Blind deflickering is very challenging since it is hard to
enforce temporal consistency across the whole video with-
out any extra guidance. Existing techniques usually de-
sign specific strategies for each flickering type with specific
knowledge. For example, for slow-motion videos captured
by high-speed cameras, prior work [25] can analyze the
lighting frequency. For videos processed by image process-
ing algorithms, blind video temporal consistency [31, 32]
obtains long-term consistency by training on a temporally
consistent unprocessed video. However, the flickering types
or unprocessed videos are not always available, and existing
flickering-specific algorithms cannot be applied in this case.
One intuitive solution is to use the optical flow to track the
correspondences. However, the optical flow from the flick-
ering videos is not accurate, and the accumulated errors of
optical flow are also increasing with the number of frames
due to inaccurate estimation [7].

With two key observations and designs, we successfully
propose the first approach for the new problem blind de-
flickering that can be used to remove various types of flick-
ering artifacts without extra guidance or prior knowledge
of flickering. First, we utilize a unified video representa-
tion named neural atlas [26] to solve the major challenge of
solving long-term inconsistency. This neural atlas tracks all
pixels in the video, and correspondences in different frames
share the same pixel in this atlas. Hence, a sequence of con-
sistent frames can be obtained by sampling from the shared
atlas. Secondly, while the frames from the shared atlas are
consistent, the structures of images are flawed: the neural
atlas cannot easily model dynamic objects with large mo-
tion; the optical flow used to construct the atlas is not per-
fect. Hence, we propose a neural filtering strategy to take
the treasure and throw the trash from the flawed atlas. A
neural network is trained to learn the invariant under two
types of distortion, which mimics the artifacts in the atlas
and the flicker in the video, respectively. At test time, this
network works well as a filter to preserve the consistency
property and block the artifacts from the flawed atlas.

We construct the first dataset containing various types
of flickering videos to evaluate the performance of blind
deflickering methods faithfully. Extensive experimental re-

sults show the effectiveness of our approach in handling dif-
ferent flicker. Our approach also outperforms blind video
temporal consistency methods that use an extra input video
as guidance on a public benchmark.

Our contributions can be summarized as follows:

* We formulate the problem of blind deflickering and
construct a deflickering dataset containing diverse
flickering videos for further study.

* We propose a blind deflickering approach that can re-
move diverse flicker. We introduce the neural atlas to
the deflickering problem and design a dedicated strat-
egy to filter the flawed atlas for satisfying deflickering
performance.

* Our method outperforms baselines on our dataset and
even outperforms methods that use extra input videos
on a public benchmark.

2. Related Work

Task-specific deflikcering. Different strategies are de-
signed for specific flickering types. Kanj et al. [25] pro-
pose a strategy for high-speed cameras. Delon et al. [16]
present a method for local contrast correction, which can
be utilized for old movies and biological film sequences.
Xu et al. [56] focus on temporal flickering artifacts from
GAN-based editing. Videos processed by a specific image-
to-image translation algorithm [6, 18,24, 30, 33,41, 60, 62]
can suffer from flickering artifacts and blind video temporal
consistency [7,27,28,31,32,57] is designed to remove the
flicker for these processed videos. These approaches are
blind to a specific image processing algorithm. However,
the temporal consistency of generated frames is guided by
a temporal consistent unprocessed video. Bonneel et al. [7]
compute the gradient of input frames as guidance. Lai et
al. [27] input two consecutive input frames as guidance. Lei
et al. [31] directly learn the mapping function between in-
put and processed frames. While these approaches achieve
satisfying performance on many tasks, a temporally consis-
tent video is not always available. For example, for many
flickering videos such as old movies and synthesized videos
from video generation methods [19, 50, 61], the original



videos are temporal inconsistent. A concurrent preprint [2]
attempts to eliminate the need for unprocessed videos dur-
ing inference. Nonetheless, it still relies on optical flow for
local temporal consistency and does not study other types
of flickering videos. Our approach has a wider application
compared with blind temporal consistency.

Also, some commercial software [3,47] can be used for
deflickering by integrating various task-specific deflicker-
ing approaches. However, these approaches require users
to have a knowledge background of the flickering types.
Our approach aims to remove this requirement so that more
videos can be processed efficiently for most users.

Video mosaics and neural atlas. Inheriting from
panoramic image stitching [8], video mosaicing is a tech-
nique that organizes video data into a compact mosaic rep-
resentation, especially for dynamic scenes. It supports
various applications, including video compression [23],
video indexing [22], video texture [1], 2D to 3D con-
version [48,49], and video editing [44]. Building video
mosaics based on homography warping often fails to de-
pict motions. To handle the dynamic contents, researchers
compose foreground and background regions by spatio-
temporal masks [15], or blend the video into a multi-scale
tapestry in a patch-based manner [5]. However, these ap-
proaches heavily rely on image appearance information and
thus are sensitive to lighting changes and other flicker.

Recently, aiming for consistent video editing, Kasten et

al. [26] propose Neural Layered Atlas (NLA), which de-
composes a video into a set of atlases by learning map-
ping networks between atlases and video frames. Editing on
the atlas and then reconstructing frames from the atlas can
achieve consistent video editing. Follow-up work validates
its power on text-driven video stylization [4, 37] and face
video editing [36]. Directly adopting NLA to blind deflick-
ering tasks is not trivial and is mainly limited by two-fold:
(i) its performance on the complex scene is still not satis-
fying with notable artifacts. (ii) it requires segmentation
masks as guidance for decomposing dynamic objects, and
each dynamic object requires an additional mapping net-
work. To facilitate automatic deflickering, we use a single-
layered atlas without the need for segmentation masks by
designing an effective neural filtering strategy for the flawed
atlas. Our proposed strategy is also compatible with other
atlas generation techniques.
Implicit image/video representations. With the success
of using the multi-layer perceptron (MLP) as a continu-
ous implicit representation for 3D geometry [39, 40, 42],
such representation has gained popularity for representing
images and videos [10, 34, 51, 52]. Follow-up work ex-
tends these models to various tasks, such as image super-
resolution [12], video decomposition [58], and semantic
segmentation [21]. In our work, we follow [26] to employ a
coordinate-based MLP to represent the neural atlases.

3. Method
3.1. Overview

Let {I;}1_, be the input video sequences with flicker-
ing artifacts where 7' is the number of video frames. Our
approach aims to remove the flickering artifacts to generate
a temporally consistent video {O;}7_,. Flicker denotes a
type of temporal inconsistency that correspondences in dif-
ferent frames share different features (e.g., color or bright-
ness). The flicker can be either global or local in the spatial
dimension, either long-term or short-term in the temporal
dimension.

Figure 3 shows the framework of our approach. We
tackle the challenges in blind deflickering through the fol-
lowing key designs: (i) We first propose to use a single
neural atlas (Section 3.2) for the deflickering task. (i7) We
design a neural filtering (Section 3.3) strategy for the neural
atlas as the single atlas is inevitably flawed.

3.2. Flawed Atlas Generation

Motivation. A good blind deflickering model should have
the capacity to track correspondences across all the video
frames. Most architecture in video processing can only take
a small number of frames as input, which results in a limited
receptive field and is insufficient for long-term consistency.
To this end, we introduce neural atlases [26] to the deflick-
ering task as we observe it perfectly fits this task. A neural
atlas is a unified and concise representation of all the pixels
in a video. As shown in Figure 3(a), let p = (z,y,t) € R?
be a pixel that locates at (z,y) in frame I;. Each pixel p
is fed into a mapping network M that predicts a 2D coor-
dinate (uP,vP) representing the corresponding position of
the pixel in the atlas. Ideally, the correspondences in dif-
ferent frames should share a pixel in the atlas, even if the
color of the input pixel is different. That is to say, temporal
consistency is ensured.

Training. Figure 3(a) shows the pipeline to generate the
atlas. For each pixel p, we have:

(u?, v?) = M(p), (D
& = A(d(u?), p(v")). (2)

The 2D coordinate (u?,v?) is fed into an atlas network A
with positional encoding function ¢(-) to estimate the RGB
color ¢P for the pixel. The mapping network M and the
atlas network A are trained jointly by optimizing the loss
between the original RGB color and the predicted color cP.
Besides the reconstruction term, a consistency loss is also
employed to encourage the corresponding pixels in different
frames to be mapped to the same atlas position. We follow
the implementation of loss functions in [26]. After train-
ing the networks M and A, we can reconstruct the videos
{A;}L_, by providing all the coordinates of pixels in the
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(b) Neural Filtering and Refinement (Sec. 3.3)

Figure 3. The framework of our approach. We first generate an atlas as a unified representation of the whole video, providing consistent
guidance for deflickering. Since the atlas is flawed, we then propose a neural filtering strategy to filter the flaws.

whole video. The reconstructed atlas-based video {A;}7_;
is temporally consistent as all the pixels are mapped from
a single atlas. In this work, we utilize the temporal consis-
tency property of this video for blind deflickering.

Considering the trade-off between performance and ef-
ficiency, we only use a single-layer atlas to represent the
whole video, although using two layers (background layer
and foreground layer) or multiple layers of atlases might
slightly improve the performance. First, in practice, we no-
tice the number of layers is quite different, which varies
from a single layer to multiple layers (more than two), mak-
ing it challenging to apply them to diverse videos automat-
ically. Besides, we notice that artifacts and distortion are
inevitable for many scenes, as discussed in [26]. We dis-
cuss how to treat the artifacts in the flawed atlas with the
following network designs in Secion 3.3.

3.3. Neural Filtering and Refinement

Motivation. The neural atlas contains not only the trea-
sure but also the trash. In Section 3.2, we argue that an
atlas is a strong tool for blind deflickering since it can pro-
vide consistent guidance across the whole video. However,
the reconstructed frames from the atlas are flawed. First,
as analyzed in NLA [26], it cannot performs well when the

object is moving rapidly, or multiple layers might be re-
quired for multiple objects. For blind deflickering, we need
to remove the flickering and avoid introducing new artifacts.
Secondly, the optical flow obtained by the flickering video
is not accurate, which leads to more flaws in the atlas. At
last, there are still some natural changes, such as shadow
changes, and we hope to preserve the patterns.

Hence, we design a neural filtering strategy that utilizes

the promising temporal consistency property of the atlas-
based video and prevents the artifacts from destroying our
output videos.
Training Strategy. Figure 3(b) shows the framework to
use the atlas. Given an input video {I;}7_; and an atlas A,
in every iteration, we get one frame I; from the video and
input it to the filter network F:

of =F(1,, Ay), 3)

where A; is obtained by fetching pixels from the shared at-
las A with the coordinates of I;.

We design a dedicated training strategy for the flawed at-
las, as shown in Figure 4. We train the network using only a
single image X instead of consecutive frames. In the train-
ing time, we apply a transformation 7,(-) to distort the ap-
pearance, including color, saturation, and brightness of the
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Figure 4. Training pipeline of our neural filtering strategy. We
apply two transformations to a clean image X for mimicking the
flickering input frame and the flawed atlas frame.

image, which mimics the flickering pattern in I;. We ap-
ply another transformation 75(+) to distort the structures of
the image, mimicking the distortion of a flawed atlas-based
frame in A;. At last, the network is trained by minimizing
the L2 loss function £ between prediction F(7, (X)), 75(X))
and the clean ground truth X (i.e., the image before aug-
mentation):

L = |[F(ra(X), 7s(X); ) — XI5, )

where O is the parameters of filtering network F.

The network tends to learn the invariant part from two
distorted views respectively. Specifically, IF learns the struc-
tures from the input frame I; and the appearance (e.g.,
brightness, color) from the atlas frame A; as they are in-
variant to the structure distortion 7. At the same time, the
distortion of 75(X) would not be passed through the net-
work . With this strategy, we achieve the goal of neural
filtering with the flawed atlas.

Note that while this network ' only receives one frame,
long-term consistency can be enforced since the temporal
information is encoded in the atlas-based frame A;.

Local refinement. The video frames {OJ}7_, are con-
sistent with each other globally in both the short term and
the long term. However, it might contain local flicker due
to the misalignment between input and atlas-based frames.
Hence, we use an extra local deflickering network to re-
fine the results further. Prior work has shown that local
flicker can be well addressed by a flow-based regularization.
Hence, we choose a lightweight pipeline [27] with modi-
fication. As shown in Figure 3(b), we predict the output
frame O; by providing two consecutive frames Otf , 0571
and previous output O;_; to our local refinement network
L. Two consecutive frames are firstly followed by a few

convolution layers and then fused with the O;_;. The local
flickering network is trained with a simple temporal consis-
tency loss L;cq; to remove local flickering artifacts:

Liocat(0,01) = [|[My -1 @ (Or — Oy 1)1, (5)

where O,_; is obtained by warping the O,_; with the op-
tical flow from frame ¢ to frame ¢ — 1. M;;_; is the cor-
responding occlusion mask. For the frames without local
artifacts, the output should O, be the same as O{ . Hence,
we also provide a reconstruction loss by minimizing the dis-
tance between O, and Otf to regularize the quality.

Implementation details. The network F is trained on the
MS-COCO dataset [35] as we only need images for train-
ing. We train it for 20 epochs with a batch size of 8. For
the network I, we train it on the DAVIS dataset [43] for 50
epochs with a batch size of 8. We adopt the Adam optimizer
and set the learning rate to 0.0001. We notice train

4. Blind Deflickering Dataset

We construct the first publicly available dataset for blind
deflickering.
Real-world data. We first collect real-world videos that
contain various types of flickering artifacts. Specifically,
we collect five types of real-world flickering videos:

* Old movies contain complicated flickering patterns.
The flickering is caused by multiple reasons, includ-
ing unstable exposure time, grading of film materials,
and so on. Hence, the flickering can be high-frequency
or low-frequency, globally and locally.

e Old cartoons are similar to old movies, but the struc-
tures are very different from natural videos.

» Time-lapse videos capture a scene for a long time, and
the environment illumination usually changes a lot.

* Slow-motion videos can capture high-frequency
changes in lighting.

* Processed videos denote the videos processed by var-
ious types of processing algorithms. The patterns of
videos are usually decided by the specific algorithm.
We follow the setting in [27].

Synthetic data. While real-world videos are good for eval-
uating perceptual performance, they do not have ground
truth for quantitative evaluation. Hence, we create synthetic
dataset that provides ground truth for quantitative analysis.
Let {G}L, be the clean video frames, the flickered video
{G}I_, can be obtained by adding the flickering artifacts
F} for each frame at time ¢:

It:Gt+Ft, (6)

where {F;}1_, is the synthesized flickering artifacts. For
the temporal dimension, we synthesize short-term flickering



Video type Eyarp 4 PSNR 1 Video type Preference rate

Raw video ConvLSTM Ours ConvLSTM  Ours ConvLSTM  Ours
Synthetic 0.163 0.148 0.088 21.84 26.46 Old movies 38.0% 62.0%
-Ww=1 0.199 0.168 0.091 19.84 27.75 Old cartoons 33.6% 66.4 %
-W=3 0.158 0.151 0.086 21.71 26.40 Time-lapse 31.9% 68.1%
-W =10 0.132 0.124 0.086 23.98 25.21 Slow-motion 29.0% 71.0%
Processed 0.128 0.118 0.094 - - Average 33.7% 66.3%
(a) Quantitative comparison (b) User study

Table 1. Comparison to baselines. We provide the (a) quantitative comparison for processed and synthetic videos since we have the
high-quality optical flow for computing the evaluation metric. The warping errors of our approach are much smaller than the baseline,
and our results are more similar to the ground truth on synthetic data, according to the PSNR. For the other real-world videos that cannot
provide high-quality optical flow, we provide the (b) user study results for comparison. Our results are preferred by most users.

Input ConvLSTM Ours atlas only Ours

Figure 5. Qualitative comparisons to baselines. Our results outperforms the baseline ConvLSTM significantly on various flickering
videos. We highly encourage readers to see videos in our project website.
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Task Processed Bonneeletal.[7] Laietal.[27] DVP[31] Ours
w/o Extra Consistent Guidance - X X X

Dehazing [18] 0.120 0.128 0.136 0.109 0.106
Spatial White Balancing [20] 0.087 0.081 0.098 0.073 0.062
Colorization [60] 0.109 0.096 0.100 0.097 0.084
Enhancement [17] 0.125 0.105 0.115 0.102 0.093
CycleGAN [62] 0.124 0.113 0.117 0.103 0.099
Intrinsic Decomposition 0.131 0.085 0.108 0.071 0.069
Style Transfer 0.202 0.161 0.177 0.143 0.142
Average Score 0.128 0.110 0.122 0.100 0.094

Table 2. Qualitative comparison with blind video temporal consistency methods that use input videos as extra guidance. While our
approach does not use input videos as guidance, our method achieves better numerical performance compared with the baselines.

w/o local refinement

Full model

Figure 6. Ablation study for local refinement module. The local
refinement network is vital to remove the local flickering. Cropped
images and their difference maps are placed at the third column.

and long-term flickering. Specifically, we set a window size
W, which denotes the number of frames that share the same
flickering artifacts.

Summary. We provide 20, 10, 10, 10, 157, and 90 for
old movies, old cartoons, slow-motion videos, time-lapse
videos, processed videos, and synthetic videos.

5. Experiments
5.1. Evaluation Setup

Dataset. We mainly use our constructed Blind Deflickering
Dataset for evaluation. Details are presented in Section 4.
Evaluation metric. We measure the temporal inconsis-
tency based on the warping error used in DVP [31] that
considers both short-term and long-term warping errors for
quantitative evaluation. Given a pair of frames O; and Oy,
the warping error E,,,;, can be calculated by:

Epair(Ota Os) = ||Mt,s O] (Of - Os)”h (7)
Efuarp = Epair(ot: Otfl) + Epair(Otv 01)7 (8)

where Oy is obtained by warping the O, with the optical
flow from frame ¢ to frame s. M, , is the occlusion mask
from frame ¢ and frame s. For each frame ¢, the warping
error E,,,., is computed with the previous frame and the
first frame in the video. We compute the warping error for
all the frames.

5.2. Comparisons to Baselines

Baseline. As our approach is the first method for blind
deflickering, no existing public method can be used for
comparison. Thus, we design a baseline inspired by blind
video temporal consistency approaches: ConvLSTM, which
is modified from Lai et al. [27]. Specifically, we replace the
consistent input pair of frames with flickered pair frames,
we retrain the ConvLSTM on their training dataset [27].
Results. Table 1(a) provides quantitative results on two
types of videos where we can estimate high-quality opti-
cal flow from consistent videos for computing the warping
errors. Our results are consistently better than the baseline.
In Table 1(b), we conduct a user study on Amazon Mechan-
ical Turk following an A/B test protocol [11] to evaluate
the perceptual preference between the main baseline Con-
vLSTM and our method. Each user needs to choose a video
with better perceptual quality from videos processed by our
method and the baseline. We use all real-world videos that
cannot obtain high-quality optical flow for quantitative eval-
uation. In total, we have 20 users and 50 pairs of compar-
isons. Our method outperforms the baseline significantly
in all tasks. Figure 5 shows the qualitative comparisons
between our approach and the baseline. Our approach re-
moves various types of flicker and our results are more tem-
poral consistent than baselines.

Comparisons to blind temporal consistency methods.
The comparison between our approach and blind video tem-
poral consistency methods is unfair since our approach does
not require extra videos and baselines use extra input videos
as guidance. However, we still provide the comparison re-
sults for reference. Specifically, we use three state-of-the-



Method Ewarp \L
Ours without atlas & neural filtering 0.131
Ours without local refinement 0.090
Ours full model 0.088

Table 3. Quantitative results of ablation study. The atlas
and neural filtering strategy reduce temporal inconsistency signif-
icantly. The local refinement makes a slight difference in warping
error but does improve perceptual performance.

art baselines, including Bonneel et al. [7], Lai et al. [27]
and DVP [31]. Table 2 shows the quantitative results be-
tween our approach and baselines. The warping error of our
approach on various processed videos is lower than all the
baselines, which indicates that our approach is more tempo-
ral consistent even without the input video guidance.

5.3. Ablation Study

We present the flawed atlas in the third column of Fig-
ure 5. While the temporal consistency between frames is
perfect, the atlas-based frames contain many artifacts and
distortions. Hence, designing dedicated strategies is essen-
tial for blind deflickering. In this part, we analyze the im-
portance of our two designs respectively: (1) neural filter-
ing denotes the atlas generation and neural filtering since
they cannot be split. (2) local refinement denotes the local
refinement module.

Neural filtering. We first analyze the importance of neu-
ral filtering by removing this part. We direct apply our lo-
cal refinement module on the flickering input videos. As
shown in Table 3, removing the neural filtering module sig-
nificantly increases temporal inconsistency.

Local refinement. As shown in Table 3, removing the local
refinement network degraded the quantitative performance
slightly. In Figure 6, we show some local regions in the
frames are temporal inconsistent. While these regions are
small and the warping errors are only slightly reduced, we
show that this local flickering does hurt the perceptual per-
formance, as shown in our supplementary materials.

5.4. Comparisons to Human Experts

We compare our approach to human experts that use
commercial software for deflickering. @ We adopt the
RE:Vision DE:Flicker commercial software [47] for com-
parison, following Bonneel et al. [7]. Specifically, we ob-
tain the official demos processed by experts and compare
them. Figure 7 shows the qualitative comparison results.
We can see that our approach can obtain competitive results
in a fully-automatic manner. Besides, as discussed in Bon-
neel et al. [7], the videos processed by new users are usually
low-quality.

Input Human experts Ours

Figure 7. Comparison to human experts. Input: the lower frame
is redder than the upper one. Our method achieves comparable
performance with human experts in this case.

5.5. Discussion and Future Work

Potential applications. Our model can be applied to all
evaluated types of flickering videos. Besides, while our
approach is designed for videos, it is possible to apply
Blind Deflickering for other tasks (e.g., novel view synthe-
sis [40,55]) where flickering artifacts exist.

Temporal consistency beyond our scope. Solving the
temporal inconsistency of video content is beyond the scope
of deflickering. For example, the contents obtained by video
generation algorithms can be very different. Large scratches
in old films can destroy the contents and result in unstable
videos, which requires extra restoration technique [53]. We
leave the study for a general framework to solve these tem-
porally inconsistent artifacts for future work.

6. Conclusion

In this paper, we define a problem named blind deflick-
ering that can remove diverse flickering artifacts without
knowing the specific flickering type and extra guidance. We
propose the first dedicated approach for this task. The core
of our approach is to adopt a neural atlas with a neural fil-
tering strategy. The neural atlas concisely extracts all pixels
in the videos and provides strong guidance to enforce long-
term consistency, but it is flawed in many regions. We then
use a neural network to filter the flaws of the atlas for sat-
isfying performance. We conduct extensive experiments to
evaluate the deflickering performance. Results show that
our approach outperforms baselines significantly on differ-
ent datasets, and controlled experiments validate the effec-
tiveness of our key designs.
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