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Abstract—Automatically building maps from sensor  the technical challenges inherent in the mapping
data is a necessary and fundamental skill for mobile problem.
robots; as a result, considerable research attention Early mapping algorithms have addressed the

has focused on the technical challenges inherent in bl f using hiah lit data tak t
the mapping problem. While statistical inference tech- problems or using high-quality range dala taken a

niques have led to computationally efficient mapping Known positions to build floor plans of indoor envi-
algorithms, the next major challenge in robotic map- ronments (Moravec and Martin 1994; Thrun 1998).
ping is to automate the data collection process. More recent mapping research has focused on build-

In this paper, we address the problem of how a 4 maps with robots that do not have access to
robot should plan to explore an unknown environment s . . )
and collect data in order to maximize the accuracy global ,POS'“O” 'nfo_rmat'on (Smith et al. 1990; Lu
of the resulting map. We formulate exploration as a and Milios 1997; Hahnel et al. 2003; Dellaert and
constrained optimization problem and use reinforce- Kaess 2006; Eustice et al. 2005; Thrun et al. 2005;
ment learning to find trajectories that lead to accurate  Qlson et al. 2006). Without a global position sensor,
maps. We demonstrate this process in simulation {he sensor data must be used to simultaneously
and show that the learned policy not only results in det ine th bot it d undate th
improved map-building, but that the learned policy etermine the robot position and update the map
also transfers successfully to a real robot exploring @s the robot moves around. This inference prob-
on MIT campus. lem, known as the Simultaneous Localization and

Mapping problem (or SLAM), may initially appear
computationally intractable, but modern statistical
1. INTRODUCTION inference and machine learning techniques have led
UILDING maps has become a fundamentalo computationally efficient mechanisms for accu-
skill that most autonomous mobile robots mustate mapping without global position information.
have. In order to properly interact with their enfurther, these innovations have led to robots that
vironment, robots need to track their position ovetan map large-scale, outdoor environments with a
time and plan deliberate motions through the worldzariety of different sensors and to the creation of
A robot that is able to build and update its own mapsommaodity open-source community around map-
autonomously will have a tremendous advantagsing software (Haehnel et al. 2003; Thrun and
over those robots that rely on external positioninglontemerlo 2005; Martinez-Cantin and Castellanos
systems and static, pre-made maps. As a resQ05; Martinelli et al. 2007; Pfaff et al. 2007;
considerable research attention has been focusedmavison et al. June 2007).
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has limited autonomy. Path-planning and contrdhe resulting map is completely unintelligible. If a
are sometimes employed, but human supervision . AM procedure is used to estimate the correct
often required to ensure that the collected data isbot poses from the sensor data, then a better
complete (that is, the robot has observed all relevaestimate of the map can be inferred, as shown in
parts of the world), and that the robot has collecteigure 1(b). However, this inferred map contains er-
the most useful data for maximizing the accuracyors, in particular, the two black arrows are pointing
of the map. Once the data is collected, a map te robot poses in the data where large-scale mapping
built during an off-line phase; this map can then berrors occurred, resulting in map doubling. Notice
used for localization and planning. that outside of these two specific misalignments,
There are clearly multiple possible trajectoriemost of the map is relatively correct; straight hall-
that constitute a complete exploration of the enways and corners can be clearly seen. For reference,
vironment, but some trajectories are preferable teigure 1(c) shows the corrected map where a human
others. As a simple example, point turns for aser manually edited the pose information so that
holonomic robot are a canonically “bad” motionthe scans aligned, and Figure 1(d) shows the final
as most mapping algorithms are sensitive to errooecupancy grid map that can be used for planning.
in rotational measurements. The responsibility for A formal model of autonomous exploration is
avoiding such trajectories almost always falls to thenfortunately not easy to solve. From a decision-
human driver; data collected by a bad (or novicagheoretic standpoint, the sequential decision-making
robot driver will lead to the creation of erroneougproblem of exploration is an instance of a
maps. Avoiding such problems will require robottontinuous-state partially observable Markov deci-
control algorithms that can reliably explore theision process (POMDP). Although there has been
environments and generate accurate maps withoaubrk in solving continuous POMDPs (Porta et al.
human intervention. This will enable exploration ir2006; Thrun 2000), the difficulty in scaling these
distant environments where closed-loop control bglgorithms makes them ineffective in addressing the
a remote human is impractical. exploration problem. Even expressing the model pa-
The problem of how to choose sensing trajectaameters of the exploration problem as a continuous
ries to obtain the best map will be referred to aBOMDP is impractical in real-world domains, never
the explorationproblem. A good robot exploration mind solving for a policy.
strategy must both cover the space sufficiently and Without a closed form solution to the objective
collect data that leads to an accurate map. Thefection, we cannot write down an analytic control
constraints are to some extent in opposition. Aaw. One alternative strategy would be to use numer-
planner that maximizes the environmental coverageal optimization such as model-predictive control,
will spend relatively little time revisiting previous but the computational cost of map prediction elim-
locations, whereas a controller that minimizes thimates the use of predictive control optimization.
map error will revisit previous locations regularlyThis idea has been pursued with some success (Sim
to eliminate inconsistencies between different partt al. 2004; Stachniss et al. 2005), but even a one-
of the map. The optimal exploration controller willstep optimization is slow to compute.
balance these constraints. Reinforcement learning has been used success-
The map-building process for a robot equippetllly to solve large sequential decision making
with a laser range scanner shown in Figures 1(groblems in both fully observable and partially
d) illustrates the need for good exploration. Thebservable domains. Many reinforcement learning
pose of the robot during each range scan is caligorithms rely on the idea that even when the
culated from the (noisy) odometry measurementsptimal policy cannot be solved analytically, us-
without using a SLAM algorithm, and the maping knowledge of where good policies lie allows
is constructed assuming these pose estimates #re learner to optimize its own performance from
correct (Figure 1(a)). The red dots in Figures 1(aexperience. It is precisely this idea that we use
¢) correspond to measured obstacle positions, atwl find good exploration controllers; although we



(a) Raw Measurements (b) Mapping Errors

(c) Corrected Measurements (d) Occupancy Grid

Fig. 1. Simultaneous Localization and Mapping. In (a)-(be ted dots are laser range points projected from the estinmate
actual robot pose. In (a), the robot odometry is used to catieuhe robot pose. The errors in the pose estimate lead to detetyp
useless map. In (b) a SLAM algorithm is used to estimate thetrwhjectory, but the robot trajectory at two locations (ghdoy
the black arrows) puts the true robot pose outside the baulmiation assumed by the inference algorithm, causing the imgpp
to fail. The map is correct on either side of that motion, butdbenpleted map is inconsistent. In (c) and (d), the robot pose an
measurements were corrected by hand to generate the globakystent set of range scans (c) and the corresponding accyp
grid (d). In (d), the black pixel are obstacles, white pixaie free space and blue are unknown.

may not be able to directly optimize the robobf the agent. Assuming the agent dynamics do not
trajectory, we can learn from trajectories that havehange substantially, the policy, once learned, can
minimized the map error in the past. The advarbe used to choose control actions in real-time.

tage to the reinforcement learning approach is thatIn this paper, we frame the exploration problem
we can produce control policies for an otherwisas a constrained optimization, where the goal is
intractable optimization; additionally, by learning ao choose a trajectory that maximizes the map
true policy as opposed to computing a plan, waccuracy within the constraints of planned map
can amortize the cost of learning over the life-timeoverage. Firstly, we describe the mapping problem



and choose an appropriate representation of théithout knowledge of the robot pose, the joint
inference problem. We then formulate the explodistribution of the map and robot poses must be
ration problem as a sequential decision makingepresented, a formulation known as the SLAM
problem and describe the control architecture. Waroblem (Smith et al. 1990; Moutarlier and Chatila
demonstrate how the Policy Search Dynamic Prd-989; Leonard and Durrant-Whyte 1991). If the
gramming algorithm (Bagnell et al. 2003) can beobot poses are correlated by the control actions
used to learn good policies by decomposing the, taken by the robot using the transition function
reinforcement learning problem into a sequence(x:i1|x:,u:), then the joint distribution over the
of one-step learning problems. Finally, we givenap and robot poses j§m, xo.7|z0.1, to.T)
experimental results for both simulation and real- If many featuresn! in the mapm are correlated

world exploration problems. by observations taken from a single pose, then
inferring the true posterior can become computa-
2. MAP BUILDING tionally demanding. A common approximation is

filter the observations, such that the inference is
ver the map and just the most recent robot pose,
xr, rather than the complete robot trajectaty,r.
sing some statistical identities, we can compute
the joint posterior as

The mapping problem can be described formall
as inference of a mapn. The environment is
assumed to be stationary, such that does not
change with time, and that the map consists of
set of featuregm?, ..., m!™!}, such as grid cells or
landmark positions. We wish to infer the map from ,(m xp|z0.7, uo.r) = 2)
a sequence of observations,r = {zo,...,27},
wherez, is the observation at time These obser- ap(zr|xr, m) /p(XT|UT7XT—1)'
vations are generally measurements of the features
m’ such as range and bearing to the feature in
the robot's frame of reference. The subscliptl’ Equation (2) is known as the Bayes filter, and is
denotes a sequence of measurements taken at @ispopular form of map inference for its recursive
crete intervals from time = 0 to some end time formulation, allowing additional observations to be
t = T. Since sensing is a noisy and potentiallyncorporated into the posterior efficiently. Imple-
ambiguous process, each observatipis modeled menting the Bayes' filter requires committing to a
as a stochastic functiop(z:|x;,m) of both the gpecific distribution of the distributiop(m,x7),
map and the vehicle pose at tine denoted as and this choice of representation will have con-
x¢ = (z¢,yt,06:), and we refer to this distribution sequences for the representation of the transition
as the observation function or measurement mod@k.xt‘xt_hut) and observationp(z;|m, x;) func-

A distribution over mapsp(m|zq.1, Xo.7), can be tjons.
inferred from observations and known robot poses

as 2.2. Extended Kalman Filter SLAM

T
_ One of the most popular representations for map-
HIAR) H - bl 9y 1 . . H : H
p(mlzo, Xo:7) aHp(zthn xi)p(m), (1) ping is the Kalman filter (Kalman 1960), in which

t=0
. . . o the state distribution is assumed to be Gaussian,
wherea is a normalizer. Given the distribution over

p(m, xp_1|20.7—1, wo.7—1)d(X7-1).

. : such that
m, a single map estimatéh can be extracted by p(€) = N (1, %) 3)
using a statistic of the distribution, such as the mean H &0,
or the maximum likelihood estimate. where¢ = (x,m) is the joint state space of the

map and robot posey is the mean estimate of

the state, and® is the covariance. The original
Kalman filter formulation of the general tracking
roblem assumes that the transition and observation

2.1. Mapping and Localization

It is rarely the case that mapping is carried o
in an environment where the robot pose is known.

4



functions are linear functions of the state wittlgorithm 1 The Extended Kalman Filter
Gaussian noise. If the transition and observatidrRequire: Prior mean and covariance;_1,Y;_1,
functions are non-linear as in the SLAM problem, control«; and observatiorz;.

the extended Kalman filter (EKF) (Smith et al. 1: Compute process mean,

1990) approximates the transition and observation 7 = g(pe—1,us,0)
functions by linearizing them around the mean state2: Compute process Jacobiaf).
at each time step. 3: Compute process covariance,
Formally, the EKF models the transition and ob- Y = G2 1GT + Ry.
servation functions as general non-linear functionss: Compute measurement Jacobidp
g and h, such that 5. Compute Kalman gain, .
S T (.5, gT -
& =9(G-vupw)  we~ NOW), (4) Com];fjte Eévljtm(egftm )
and 2t = h(gta qt)a qg ~ N(O7 Qt)7 (5) Ut = m+ Kt(h(ﬁt; 0) — Zt).

where w; and ¢, are random, unobservable noise /- COMPUte new covariance, _

variables. In the presence of this unobserved noise, Yr = (I = KpHr)¥r,
the EKF estimates the state at tirffe from the & retum (s, %)
estimate at timeT—1 in two separate steps: a
process step based only on the control input
leading to an estimatp(¢,) = N (fip, Xr), and  state vectoy is not too large, the inference process
a measurement step to complete the estimate isf efficient; the most computationally demanding
p(ér) = p(m,x7)L. The process step is given by step is the matrix inversion required to calculate
_ the Kalman gain. When the state vector does be-
Fir = g(pr—1, ut,0) ®)  come large, this matrix inversion can become un-
Y1 = GrEr_1Gh + Ve WrVE, (7) wieldy, but there exist a number of approximation
algorithms for factoring the map model to ensure
constant upper bounds on the map inference pro-
cess (Thrun et al. 2004; Bosse et al. 2005; Walter
et al. 2005) while minimizing the error induced in
She approximation. Secondly, when the linearization
e _ of the transition and observation functions is a good
pr =Bt + Kr(h(fir, 0) = 2r). (8) approximation, the EKF mean has been shown to
Kr is the Kalman gain and is given as be an unbiased estimate that minimizes the expected
= = 7 1 squared error (Newman and Leonard 2003). Finally,
Kr =YrHy (HrSrHr +Q1) . (9) by representing the distribution over the map and
where Hy is the Jacobian o with respect to¢ rob_ot pose parametrigally, stgtistics of t_he map
evaluated afi,. Finally, the covariance follows as €Stimate can be used in planning exploration.

Sr = (I - KrHp)Sr. (10)

where G is the Jacobian ofj with respect to¢
evaluated atur_{, and Vi is the Jacobian of
with respect tow. For convenience, we usk =
VWVT. Similarly, the measurement step follow
as

2.3. Map Representations

The complete EKF update algorithm is given in Throughout the remainder of this paper, we will
Algorithm 1. assume without loss of generality that the nzaps
The EKF approach to SLAM and mapping isa set of features with specific locations! € R2.
attractive for a number of reasons. Firstly, when thevhile our treatment of mapping and exploration
lWe denote¢, m, X;, i, and X; as the variables after the W?” be independent of the map repr-e-semation'- we
control u; but b7efo;e tth/étmeasurtemem has been integrated. WIII rel_y onan _a(:,curate model of th.e joint posterior,
For brevity we will also omit conditioning variables such thaincluding statistics of the posterior such as the
p(&¢) = p(m, x7) = p(m, X7 |uo.T, 20:7)- covariance of the map and robot trajectory, in order
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Fig. 2. The constrained optimization of the exploration pssc (a) The current partial map estimate. (b) The sensindraors
chosen by the map coverage process. (c) The resulting wajethiat maximizes map accuracy while satisfying the coverage
constraints.

to minimize the expected error. If range sensdrajectory, the acquired sensor measurements, and
data is available to capture the boundary betwedhne distinctiveness of map features (e.g. to perform
free space and obstacles, a common approachdeta association). The goal of the algorithm in
to first use a feature-based map to infer the medhis paper is to choose control actions that lead
estimate of the vehicle trajectosy. and then use to sensor data that results in the best map. There
equation (1) to build a grid map from the rangeare, however, competing concerns in determining
measurements and the estimated mean poses.tia “best map” and how a robot should explore its
practice, the occupancy grid contains a strong indenvironment. Sensor measurements are expensive
pendence assumption between observations of majth respect to time, power and certainty, and map
features (known as the “Naive Bayes” assumptionifference is only possible for the sensed parts of
that is not consistent with the true generative moddghe environment; if the data only covers part of
Using Naive Bayesian independence assumptiotig&e environment, then the mapping process will be
can often allow computationally efficient and acincomplete and the mamn will not contain all
curate inference of the mean of a distribution but:’ features. Therefore, exploration planning should
the higher order moments are generally biased abé designed to minimize the number of sensor
over-confident, leading to problems in active learrmeasurements required to sense every feature of
ing and exploration (Roy and McCallum 2001). the mapm. Conversely, complete but erroneous
maps as in Figures 1(a) and 1(b) are not useful for
3. EXPLORATION AND ACTIVE MAP BUILDING  planning, therefore exploration should be designed
The SLAM problem in the previous sectionsto minimize the error of the map.
describes how a robot can build a map: by collecting There are different ways to reconcile these objec-
a series of measurements, inferring a distributiolives of coverage and accuracy. The most common
over the map and using the mean of the distrRpproach is to optimize the robot trajectory with
bution as an unbiased estimate. If the extendég@ispect to an overall objective that is a weighted
Kalman filter is to compute this distribution thensum of individual terms (Bourgault et al. 2002),
the posterior mean will minimize the error of thebut this raises the question of how to choose the
distribution and, given enough data, the mean wilndividual weights. Our approach is instead to de-
converge to the true map. Unfortunately, few ifine the coverage problem as choosing théest
any guarantees are given for the rate at whictensing locations that maximize the likelihood the
the map converges. The mapping process is highpmplete environment will be observed. If these
dependent on the Gaussian assumption, the rolsgnsing locations serve esnstraintson a trajectory



planner which maximizes the map accuracy subjeate made, the map distribution will begin to con-
to these constraints, then we have a principled waserge to the true map, but the mean map estimate
to ensure that every map feature is contained in tha will become an increasingly good approximation
map estimaten, and that the map itself is accurateto the complete distribution. In either case, we can
Figure 2 shows how this process can be decomapproximate equation (13) as

posed and both objectives optimized separately. The
trajectory constraints based on coverage can be i
calculated first, and then the constrained trajectory ™ &.n - Ep(orixo.r m) Z6<m o) |- (14)

can be calculated to maximize map accuracy; the =l

following two sections describe how to optimizeTherefore, a robot coverage algorithm that chooses

|m|

each separately. a set of destination points to maximize the likeli-
hood of completing the map based on the current
3.1. Map Coverage estimate, and then follows a tour through these

oints will have performance comparable to any
ther sequential decision making algorithm. Solving
this optimization problem is outside the scope of

Let us first consider the problem of coverage. Wg
define a “visibility” functiond(m?, z.7),

if map featyremi appears at this paper, but there are a number of geometric cov-
5(m?, z0r) = L least once in the Obsefva“O?il) erage planners in the literature includiaig gallery-
e 20:T, type results (Bourque and Dudek 2000; Ganguli

0 otherwise. et al. 2006). In the remainder of this paper we

The goal of a coverage planner can then be givewill assume the availability of such an algorithm
as a search for the trajectory that maximizes tHer determining sensor locations for coverage.
number of sensed features,

|m| 3.2. Map Accuracy
argmaxZé(mi,ZO;T). (12) The coverage exploration optimization does not
PO =y depend on the robot motion, but only on the robot

We cannot control or predia priori what obser- perception at discrete points in the environment;
vations z; will be received. We can control thethe optimization is independent of the motion be-
robot posesz., but the observations are generatefveen these discrete sensing locations. However,
stochastically according to the map and the robd#e trajectory between sensor measurements can
pose p(zo:7|xo:7, m). We do not know the mam, have a significant effect on the accuracy of the
so equation (12) must be computed in expectatidgRap. When the robot motion is noisy, substantial

over the map prior distributiop(m) and observa- uncertainty is introduced into the robot pose; when
tion likelihoods, such that few or no observations are expected (e.g., because

of sensor range limits or environmental sparsity),
i this uncertainty is propagated throughout the SLAM
arfgiaXEP(mEP(%:T\wa»m) Z‘S(m »20:7)|-(13) filter into future measurements, increasing the ex-
' =1 pected error of the posterior. By avoiding trajecto-
This raises two problems. Firstly, computing theies with large motion noise and trajectories with
double expectation over both map prior and oHimited observations of map features, the robot can
servations is computationally infeasible. Secondlyninimize the error introduced by its own motion.
the utility of the plan depends strongly on howSimilarly, many robots also have limited visibility
informative the map prior is. At the beginning ofand can see only in 180 degrees. In this case, the
the mapping process, the map prior will be veryobot orientation at each point along the path is
uncertain, which will cause all trajectories to havémportant for controlling the number of measure-
approximately the same expected performance, agnts or choosing trajectories that maximize the
all maps are equally likely. As more observationsumber of observations of specific landmarks, even

|m|
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Fig. 3. Example trajectories. (a) An example bad trajectoryens the long looping trajectory induces considerabletioosil
error. (b) The optimal trajectory between the start and goedtion. The short motion and large radius of curvature miresiithe
overall error.

when traveling through already-mapped areas of tiet present in the objective of equation (16); they
environment. are constraints on the solution that the optimizer
In Figure 3, two trajectories are shown. Thenust satisfy. Just as in equation (13), this expecta-
robot does not have access to the complete m#pn of equation (16) is computationally intractable
in either case, although the map is drawn in fowithout a fairly accurate map prior. Furthermore,
reference. In Figure 3(a) the robot trajectory is longince the expectation is taken with respect to the
and contains a tight loop. This would clearly be anap at theend of the trajectory, the same approxi-
very suboptimal way of arriving at the destinatiormation as in equation (14) cannot be used. Without
point. In contrast, Figure 3(b) shows a much morthe ability to optimize the trajectory exactly or find
reasonable trajectory both in terms of length and ia good approximation, we turn to reinforcement
terms of the kind of path. learning in the next section to find trajectories to
Assuming a standard error function such as suminimize equation (16) subject to the constraints
of squared errors, an exploration planner that is tf equation (14).
generate the most accurate map must optimize its
trajectoryxo.r as follows 4. REINFORCEMENTLEARNING FOR
(15) EXPLORATION
Solving for the policy in equation (16) requires
where againm is the mean of the map marginala sequential decision-making algorithm, where the
distribution. In the SLAM problem, we do not havechoice of action:; depends on the current posterior
direct control of the robot pose but can only issudistribution p(u;, m). The most general framework
controlsu;, so we change the objective function tdfor choosing actions based on the current distri-
argmin E m — |2 (16) bution is the partially obsc_ervable Markov decisiqn
oy plmluor) ’ process (POMDP) (Sondik 1971). A POMDP is

implicitly marginalizing over states and observadescribed by the following:
tions. The constraints of the sensing locations aree a set of states,

argmin Ey,(m|x,.,) | m — m| |2.
xo:T



« a set of actionsA, The observations are exactly the observations

« a set of observation&, described in Section 2. The observation emission

« a transition functiorl’ : S x A x S — R such function is given byp(z|s) = p(z|x(s), m(s))
that T(s?, a’, s*) = p(sf|a’, s¥), where x(s) is the robot pose component of state

« an emission functio® : Sx Ax Z — R such s, m(s) is the map component of state and
that O(s', a?, 2¥) = p(2*|a?, s?), p(z]x(s), m(s)) is the observation function used for

« areward function: S x A x § — R, mapping in Section 2.

« an initial state distributiomg(.S)

« a discount factory € [0, 1]. 4.1. The Action Space

The sgiate :t eaqh t'mi's assurr;gd to be qnodb— The action space may initially appear to be the
zebr\;a aet:onjs:nrglrt]r?eaco ?gwnor?g';mt;r:eg%xea arameterized control space of the robot, which

servation: r SI,O naing SI N%or most ground robots is a bearing and velocity,
action functions, the Bayes’ filter of equation (2)

. NN w = (6,v). This action has the unfortunate effect
can be used to estimate the distributifs). The of requiring extremely long plans in terms of the

. N umber of actions required; solving for a POMDP
that chooses an action based on the current dis- olicy has complexity that is roughly double ex-

tribution p(s) to maximize the expected discounted, ool in the horizon length (a loose bound on
rewgrd over the life of the _agent. Given appropriatg, complexity isO(|A|‘Z|t) for discrete and finite
choices C.)f. the state, gctlon and observayon & ?ate, action and observation spaces), and learning a
and transition, observation and reward functions, t eOIiCy will also scale in complexity with the horizon
exploration problem can be modeled as a POMD ngth. In order to have any hope of finding good
rot-)rgte zgaj.f;npda?ﬁetm/;a”y ;?;?sttgllb; tgstr?rl:]ge% ploration policies, choosing a different policy
for so?ving POMDPS og:ilhally require% discret class (and action parameterization) that can express
. e optimal policy more compactly is essential.

state space, but rather than solving for the POMD P policy pactly

olicy, the use of an appropriate reinforcemen In choosing a more appropriate policy class, we
policy, ) N approp NN éan take advantage of structure in our problem.
learning algorithm will allow us to maintain a

Firstly, we can use the policy class to impose a

eg . . ..
; : moothness on the trajectories. Instead of requiring
recall that the trajectory must satisfy a set of conpe exploration planner to select fresh control pa-

straints in terms of visiting the sensing location?ameters at each tima we can induce a bias in
ment the state wih the set o remaining locationil® CONIOIs BY representing the action as a smooth
(L L, that are to be visited, such that Barametr!c curve. Secondly, if the poI!cy clgss is a
Ly n ' set of trajectories, we can also use this policy class
S=XxM x {L;} (17) to enforce the constraints imposed by the coverage
. . . planner, which simplifies the optimization process.
where the last term is a set of sensing locations that 4 result, we define the action for statdo be
the policy must visit, anch will decrease as the 4 narameterized trajectory from the robot's current
trajectory visits each location in turn. By puttingygse (position and orientation) to the next sensing
the active constraints directly into the state spacg.ation in the state.
there is a danger of computational intractability, but 1o simplest polynomial that both interpolates
we will again rely on the reinforcement learningye rohot pose and the next sensing location and
algorithm to avoid this problem. It should be notedyio\s us to constrain the start orientation is a cubic

that this is a hybrid state space, where the first t"“ﬁ’olynomial, that is, the curve parameterized as
components (robot posg, and mapm) are unob-

served but the sensing locatiofif,;} are chosen o(t) = aut® +but* ot +d,
by the exploration planner and are therefore fully y(t) = ayt® +byt* + eyt +d,
observable.



with ¢ € [0,1]. The curve is fixed such that theexploration policy may no longer be feasible with
derivative at the start matches the orientation of thtis action parameterization. However, this bias

robot at its current position, such that allows us to dramatically increase the computational
Ay o tractability of the problem; in preliminary experi-
atan2 (at o’ 8t’t—o> =0. ments using richer policy classes, we experienced

difficulties in scalability and learnability, and could
Using this parameterization and providing valuefot demonstrate satisfactory convergence for learn-
for the 2 and y positions(z,y):—g, (z,y):=1 and ing exploration policies outside of toy examples.
derivatives(2Z, 54),—o, and (9%, 5¢),—1 att = 0 The choice of policy class is one of the key enablers
andi = 1, one can solve for the specific constantsf our optimization, and we will see experimental
Although there are nominally eight total parametersesults that suggest that this policy class results
five of these parameters are fixe@;, y,0):=0 iS in good (if not guaranteed optimal) exploration
the start pose of the robot and,y):=1 is the performance.
destination position(z,y,). Thus, we have one A second issue is that the curves are not con-
free parameter at the start point (the magnitude @frained to a fixed length and will take varying
the derivative att = 0) and two free parametersamounts of time to execute. The assumption of
(the orientation of arrival and the magnitude of thig, standard discounted POMDP is that the actions
ratio) at the destination, to give a continuous actiogre all of some fixed length. If this assumption is
space inR?®. Figure 4 shows a set of sample actioRjolated for problems with a discount factor< 1,
parameterizations, with a destination sensing poifien the planner may not be able to correctly com-
that is 3 meters in front of the robot. pute the expected discounted reward. A complete
plan comprised of fewer but longer actions will
appear to be less valuable compared to a plan of the
same overall performance but comprised of more,
shorter actions. The correct planning formalism
would be the semi-Markov decision process, which
adds an explicit representation of the duration of
each action. Experimentally, we found that the vari-
ability in the length of the actions was not sufficient
to justify the additional computational overhead of
a semi-Markov model.

It should be noted that the actions are kine-
matic trajectories and do not directly provide motor
= Sample trajectores control commands. To convert each action into
8 5 10 51 1z 13 executable motor controts).r, we use pure-pursuit

control (Ollero and Heredia 1995) on the current

Fig. 4. A sample set of possible actions for a destinatiopohot position estimate and a point on the curve a
sensing point that is 3 meters in front of the robot. Some,

of the actions are clearly sub-optimal for this start and goaﬂiStanced in front of the robot. This pure'purSUit

but may be useful for achieving a particular orientation & thcontroller also gives rise to the transition function
destination. The reinforcement learning problem is to idignt corresponding to the actiom Each actioru gives
which parameterization should be chosen given the curréatro . L . .

state, map and sensing points. rise to a distribution of possible control sequences

required to follow the curves. The probability of

There are three potential issues in this policgri"i”_g at a particular state; (for s; defined by
class that could lead to sub-optimality in the pefquation 17) is

formance. Firstly, the set of motion strategies that p(x(s:)|x(s;), a) = p(x(s;)|x(s;), uorr).  (18)
can be expressed by the exploration planner has o _

been considerably reduced, and the true optim&his probability is the result of a series of EKF
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updates, and can not easily be evaluated in closeds Given a Gaussian distribution with covariance

form, but can be approximated using Monte Carlo ¥ and meary, the A-optimal objective func-

integration. The map componeni(s) remains tion is defined as:

constant. Finally, the sensing location sequence

component of the state changes deterministically I@) = tr(Sv) —tr(Svia)

in that once a sensing location is visited at the For information gain, Sy 4 is the covariance

end of executing actiom, that sensing location is gfter a set of observationd have been made of

deterministically removed from the coverage planvariablesV and Xy is the covariance before the

) they were made.

4.2. The Reward Function There is some intuition that underlies these met-
Given access to training data with ground truthics. The determinant of a square, symmetric ma-

information of the mapif), the reward function is trix is the product of the eigenvalues, and so the

the squared error of the map as in equation (15leterminant of the covariance roughly corresponds

For all actions, the reward function is to the volume of the uncertainty ellipse at a contour

(19) of constant likelihood. The determinant is directly

o proportional to the entropy of a Gaussian. Re-
The squared error reward function is our fundaducing one of the dimensions of uncertainty to

mental quantity of interest. This reward functionyerg corresponds to driving the determinant of the
is not a function of the specific SLAM algorithm, ¢\ ariance matrix to zero. Similarly, the trace has an
and allows the controller to predict the effects ofyerpretation as the sum of the eigenvalues of the
unmodeled SLAM filter failures. Over-confidencecqyariance. The trace therefore roughly corresponds
bad data-associations, and filter divergence accoyftine circumference of the uncertainty ellipse. We

for a number of problems that may occur and arg;j| compare the policies for these reward functions
not modeled explicitly by an extended Kalman filtef, the next section.

mapper; these nevertheless will affect the squared
error.

In circumstances where the squared error cannot ™ ) )
be computed due to lack of ground-truth data, an Given the model parameters described in the pre-
alternate reward function based on the uncertain§)ous section, it remains to find the optimal policy
of the distribution can be considered. There i§'apping distributions over statggs) to actions
an abundance of related work using informatiofi- Theé POMDP model of the exploration problem
gain for choosing actions, among which the mogtescribed above includes large and continuous state,
closely related comes from (Makarenko et al. 2002ction and observation spaces. There are no known
Stachniss 2006; Feder et al. 1999; Sim 2006§/gorithms for finding the exact optimal policy
Information-theoretic reward functions have alsér continuous POMDPs, only approximation algo-
been used to choose the next best measuremBHtMS (Porta et al. 2006) and these algorithms are
in sensor networks. If the estimator is unbiase@x{remely unlikely to scale, either by approximating
then as the entropy of the distribution convergel§€ value function or by approximating the con-
to 0, the mean of the estimator will converge tdinuous parameters with discretizations. Finally the
the true distribution. The literature on optimal exmodel is sufficiently complex that even generating
perimentation (Fedorov 1972) defines two principan explicit representation of the model parameters
information-theoretic objective functions in terms off@y be computationally intractable.
information: Although an exact computational solution is in-

. Given a Gaussian distribution with covariancd€@sible, we do have access to high-quality simula-
¥ and meary, the D-optimal objective func- tors and real-world data that can be used to charac-
tion is defined as: terize good solutions. By learning good policies, we

avoid the need to represent the model and solve it.

r(a,-) = [[m(s) — ]

PoLicy SEARCH DYNAMIC PROGRAMMING

I(@) = det(Sy) - det(Sy4)

11



Algorithm 2 Policy Search by Dynamic Programming
Require: Simulator with state sampling functioR
1 &= {pW(s),...,p")(s)|p(s) ~ P}
2. Whereu; 7™ (5) is a trace through the MDP sampleg; times using the previously computed
policies:

U?I,TrtJrl,...ﬂ'N (p(l)(s) US\AMTFH-I,...‘ITN <p(1)(s)
g -

U;zl,wt+1,...7rN(p(m1)(s)) v;l\A\,7\'t+1,...7rN(p(m1)(5))
3: 7 (€) = argmax, ¢ 4 vf’””“""’”” (f)} , Whereargmax is taken with respect to the rows of the matrix.
4: Train a classifier with input and outputr, (¢) and return the classifier as the policy:
mi(p(s)) : P(s) — A

5: I={m...wn}; t =t—1; goto step 1 until convergence.

We instead use reinforcement learning to find goadistributions and actions as before. Using the policy
policies from data. previously obtained at tim&’, a two-step value is
The decision to use reinforcement learning doesbtained for each distribution and actionat- 1:
bring with it the question of which algorithm tothe value associated with each distribution and
use in learning. There are a number of differaction is accumulated from the immediate reward
ent learning algorithms, with different representaat time 7" — 1 and the reward received by running
tional and learning power. The process of gatherinfpe learned policy for timé&’, and a new policy is
data during exploration learning can be expensivigarned for timel’ — 1. The learner then iterates at
and the input data (the state distributions) areach timet through to timel" using the policiesr;
high-dimensional. Policy Search Dynamic Progranfer i € {t...T}. After sampling all of the actions
ming (Bagnell et al. 2003) is a form of reinforce-for distribution p(s) at timet, the best action/ is
ment learning that decomposes the learning processected.
into a series of one-step learning algorithms, es-
sent?allyn turning the learning Qf sequential.decisiog_l_ Support Vector Machine Policy Learning
making into a form of dynamic programming. The

Policy Search by Dyanamic Programming (PSDP% The primary advantage_ to PSDP for our purposes
algorithm can be seen in Algorithm 2. iS that each one-step policy can be found using any

The algorithm operates by first learning a Onel_efarninghglgolrithm.. This arllloyvs us t?] take advfefxntgge
step policy at timeT (e.g., the end time) by of machine learning techniques that are effective

generating a sample distributigi?) (s) and action in generalizing from high-dimensional data. There

a and propagating each sampled distributioh(s) are a n_umber of classifiers that could be chos_en
forward. Each distribution-action pair is Iabeledcor use in PSDP such as neural netwo_rks, Gaussian
with immediate reward. The best distribution-actioff"°C€SS€s; and support vector machines (SVMs).

pair is kept as a training instance for a supervise\é'e have .chosen .to I_evergge a classifier known
learning problem at time. The result is a clas- to generalize well in high-dimensional spaces, has

sifier that provides an optimal actiom for any T/s:lll %iraa:nsgiirzt;oo;ugreoazgns Ia(ng\:JvSpf)Ortp\?erng
distribution p(s). A new one-step policy for the X ) ) .
previous time stefi’—1 is then learned by sampling Machine (Burges 1998; Duan and Keerthi 2005).

12



Support vector machines start from the principléhat generalize across environments.
that the decision boundary which maximizes the
space between classes is likely to be the be
one. In its simplest form it has a linear decisio  *®

boundary. However, by using the “kernel trick”, ii *
is possible to extend support vector machines 8o . oo ¥
non-linear decision boundaries (Haykin 1994). Tt — —

optimization performed to find the best decisio ool %

boundary can be formulated as a quadratic progr: X X — *; o -

that is relaxed to penalize errors. The paramete ol ™ — —
3

Class

left free include a term to account for the numbe
of errors that will be allowed as well as the kerne
parameters.

To learn a policy, we take training data consistin
of labeled distribution-action pairs and learn to pre 4
dict the best action for each distribution. Althougi:
we can maintain a continuous input space, an SV 5. A siice through the training data along the destorati
requires a discrete action space. The basic suppeible, for destinations at a fixed distance. Ehexis is angle
vector machine performs binary classification ant§ destination training instances, for training instanedth the

e . next sensing point at a fixed distances from the start robs¢.po
must be extended to theary classification problem They axis is the training label of each instance (i.e., the optimal
of choosing actions. A set of classifiers is typicallyaction). It is impossible to draw a definite conclusion, b th
trained in aone-versus-albr one-versus-onenan- data does not appear linearly separable.
ner (Duan and Keerthi 2005; Hsu and Lin 2001). In
the one-versus-all framework, each binary classifier N order to ensure that the SVM can learn well,
is trained using the data from one class againd appropriate kernel must be chosen. Figure 5
the data from all of the other classes, generatir%1OWS a slice through a training data set along
n binary classifiers for each of the classes. At the destination b.earllng dlrec.tlon ata fixed dlst.ance
prediction time, each of the. binary classifiers to the next destination sensing point. The training
return either a class asther, referring to the fact data has some clear structure, but does not appear
that it could be any of the other classes. Whelnearly separable, suggesting the need for a non-
there are multiple available classes, the one with tfgear kernel. .
highest value is selected as the correct class. In theCross-validation was performed with the learned
one-versus-one framework, each binary C|assiﬁerg>a_55|fler on the test set to _determlne how well the
trained using data from only two classes, generatirfffi€ctory exploration function was learned for a
O(n?) classifiers. At prediction time, each pairwisdinear kemel, a polynomial kernel and a Gaussian
binary classifier returns the most likely of the twd©mel- A parameter search over misclassification
classes and casts a vote for this class. The class wighalty ¢ and covariance widthy for C.o <
the most votes wins the-ary classification and is {2'|[=5 < < 7] C Z} was additionally performed
taken to be the true class. In (Hsu and Lin 2001§C find the best values. A graph of the parameter
it was shown that the one-versus-one framework f€arch is shown in Figure 6(a)-(c). The y-axis is
most appropriate fon-ary classification problems the classification error rate on th_e test dataset for
such as ours. In our optimization, we will also wanglifferent values ofC" and the x-axis are values of
to rule out trajectories that collide with obstacles?- The best values over a range of datasets were
We simply ignore votes for infeasible trajectorie§ =4,0= Q~125; ) _
to get the next optimal trajectory while avoiding W_e can V|suaI|ze_ the learned trajectories to the
the need to retrain for particular environmentafiestination to confirm that the data matches our
constraints, allowing the learner to generate policig&Pectations. Figure 7(a) shows a set of training

x x 2oaRX
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¢
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(a) Linear Kernel (b) Polynomial Kernel (c) Gaussian Kernel

Fig. 6. In these graphs we can see the effect of search for gamineters. (a) Search for good linear kernel, (b) a polyrlomia
kernel, and (c) a Gaussian kernel. Graph (b) contains datanfdtiple polynomial kernels, but all appeared to have idziti
performance. The graphs confirm the suggestion of Figureab tiile training data is not linearly separable in that théeefsgraph

to converge is the Gaussian kernel. This is the kernel thatwsed in this paper.

data consisting of a fixed robot start pose and diboth simulated and real experiments. In both cases,
ferent destination sensing locations sampled arouttie resulting map was significantly improved with
a 3 meter radius circle centered on the robothe learned trajectories.

The training label on each sample was found by

simulating each trajectory and retaining the maxg 1 Policy Training

imum reward action, a process that is subject to Collect ining d isted of f h
noise. Therefore, some of the training examples, ~° ecting training data consisted of four phases.

appear to have incorrect labels. Figure 7(b) showd"St: a model of th_e rob_ot motion ar_lo! sensing
%I?s built for generating simulated training data.

the policy learned from this data. The learner ha ) ;
generalized enough to avoid many of the spuriou e simulator is part of the CARMEN robot control

noisy labels, but classification error does persis@laCkage' and assumes a quasi-holonomic robot with

The classification error in general was 20% in 108'¢€ degrees of freedom, such that= (z, y, 0).
class problems. The robot was also been equipped with180

As a comparison, we examined the learner 0feld-of-wew laser range sensor. The motion model

the reward functiongrace(X) and the entropy of ollowed (Eliazar and Parr 2004), such that the

the distribution, ent(X), which would have the |r°*?°t Cog”o' was in t‘érmf] of a flo”’"ard_ ”‘Z”S'f
effect of optimizing the policy for different norms ation and a rotation. ac contro conS|§te 0
a rotation d#,, a translationdr along the direc-

on the predictedfilter covariance, rather than the® 0 d a final tiond6-. Th "
experienced filter error. The trace controller leads PN 0, and a final rotationif,. The motion error
d a translation (down-range), rotation and slip

trajectories that were more reflective of the desire )
motion with much lower curvature. The controlle cross-range). co.mponent., Where slip corresponds
to a translation in the direction perpendicular to

trained onent(X) reward led to a policy that was o : >
much closer to a shortest-path controller, suggestirIu £ expected d|rect|9n of motion. The specific pa-
that the ent(X) reward function is not a good " meters of the motion model were generated by
substitute for squared error. collecting example contrqls and sensor data from
the robot. The Expectation-Maximization model
6. EXPERIMENTAL RESULTS AND ANALYSIS learning .algorithm_ of (Eliazar and Parr 2004) was
: used to fit the motion model parameters to the data.
Having demonstrated that the classifier was cghe complete equations of motion and the fitted
pable of learning the target concept, we traineghodel parameters are given in Appendix A. The
a control policy and evaluated the performance i§ensing model was a laser range finder, with a fea-
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Training instances
corresponding to
different destinations |

Sample
Destinations

Robot Start
Pose

(c) Learned Policy Usingrace(X) (d) Learned Policy Usingnt(X)

Fig. 7. (a) Example training data. The robot start pose is fixed plotted are the optimal actions for different destorei
sampled on the circumference of a circle 3 meters in radius e@htg the robot pose. (b) Example learned labels for a test set
The robot start pose is again fixed and the samples are agaim dir@am a circle of radius 3 meters around the robot. (c) and (d)
Outcomes of the controller trained @nace(X) andent(X).

ture extraction algorithm that follows the algorithm(trace or entropy) was computed and the trajectory
in (Walter and Leonard 2004). was labeled with its reward. The best instance of
In order to train each one-step policy, 1,000x,L;) was labeled and returned to be included in
pairs of start pose and destination sensing locatiotiee training data.
(x,L;) were sampled randomly in a simulated Third, a support vector machine classifier was
map. These poses were sampled from an empgtained using the location of the destination(s) as
map containing only pre-constructed landmarkshe state and an integer action number as the class.
For each actiomm € A, the robot was placed atA Gaussian kernel was used as discussed in Sec-
the start pose, the action was executed, and &on 5.1. The kernel parameters used to train this
EKF was updated. The action space consisted ofassifier wereC' = 4 ando = 0.125.
100 different parameterizations of a cubic spline Finally, the support vector machine was loaded at
interpolatingx and L; and the robot followed this runtime and novel destinations given to the robot.
spline using a pure-pursuit controller. The rewarth real-time the classifier classified the current state
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to generate a trajectory, which the robot followedompute the environmental model from the (simu-
from its current pose to the destination. lated) laser range data. In both cases the odometry is
noisy, and the maps contain substantial errors and
misalignments. However, using a robust mapping
algorithm to correct the maps, the trajectory of the
Eearned controller led to a substantially better map

6.2. Artificial Simulated Environment

To understand the significance of the differenc
between the learned controller and a convention mpared to the Shortest-Path controller.

Shortest-Path coverage controller touring the des- For the Shortest-Path controller, we can clearly

tination sensing locations, a set of simulated eX.o 4 number of mapping errors. Referring to Fig-
periments were analyzed. The first of these was fle 8. we can see an opening on one end of the
an artificial world that was created to be dif'ficultmap ,This opening is not present in the map from
to map. In particular, when using a scan-matching e ghortest-Path controller. Further, a number of

based approach,_matchipg the right §pokes tq Olife passageways are blocked off, whereas in the
another can be difficult since many different al'gnfnap acquired by the Learned controller, this is

ments may look the same. not the case. Finally, the environment was square;
examining the bottom right of the Shortest-Path
map, we can see that some of the scans have been
misaligned with respect to the square.

Since we performed these experiments in simu-
lation, the true position of the robot was available.
After recovering the estimated pose of the robot
over the entire trajectory using a SLAM algorithm,
the distance of the estimated trajectory from the
true trajectory was computed and this error has
been plotted in Figures 10(a) and 10(b). The robot
pose error has been substantially reduced by the
Learned controller, and moreover, the error in the
Shortest-Path controller appears to be growing. In
contrast, in repeated trials, the error resulting from
the Learned controller remained boundedly small in
Fig. 8. An artificial simulated map used for initial evaluation repeated trials.
simulation. The white pixels are free space and the blackpixe Overall, in this environment, we can conclude
are obstacles. that the Learned controller provided sensor data

Figure 8 shows the artificial test map that wathat was much easier to integrate at a much higher
used for an initial evaluation of the learned exploduality than the Shortest-Path controller. Map errors
ration policy. The robot was placed initially in thewere reduced and the true position of the robot was
center of the (unknown) map and given a fixed sa@ble to be estimated much more accurately. The use
of destination sensing locations. The free space 8f & robust mapping algorithm for these experiments
the map is a star polygon with a kernel in the centéid the repeatability of the mapping errors leads us
of the map, which meant that a coverage trajecto# believe that these results will generalize across
was a short loop around the inner circle. Figure 9(@yapping algorithms.
shows a Shortest-Path trajectory computed using a
standard shortest-path motion planner (Barraquafié3. Realistic Simulated Environments
et al. 1992), and Figure 9(d) shows the trajectory Following these results, further tests were run in
of the Learned controller. simulations of real-world environments. We eval-

Figure 9(b) and Figure 9(e) show maps created jyated the performance in exploring and mapping
using the recorded (simulated) odometry to directlgight different environmental models using maps
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Fig. 9. Comparison of Shortest-Path exploration controlier Learned controller. (a) Exploration trajectory usingpBest-Path
controller. (b) Raw data plotted using odometry estimatesStoortest-Path trajectory. The red dots are laser endpoaitsilated
from the robot pose based on dead reckoning (odometry) arldsberange data. (c) Final map inferred by a SLAM algorithomfr
data collected by Shortest-Path controller. (d) Exploratrajectory using Learned controller. (€) Raw data ptbtising odometry
estimates for Shortest-Path trajectory. (f) Final map ieféiy SLAM algorithm from data collected by Learned congoll

available for the Radish data set (Howard andontroller provided a significant improvement. Note
Roy 2003). Figures 11(a) and 11(c) show examplhdat the error bars are plotted at 1,000 standard
trajectories. Figures 11(d) and 11(b) show that therror€ in order to be visible, demonstrating sub-
Shortest-Path controller often has large deviatiorsgantial statistical significance to the differences in
from the true position, but the learned controllethe mean values.
matches the true trajectory very closely. The errorin In map 0, a comparatively short trajectory was
the Learned controller was only briefly aboMen, followed, so it is reasonable that this was due to
where the error in the Shortest-Path controller grethe uncertainty in the mapping process. In néap
to .3m. When the robot revisited these locations tthe point turn controller performed better largely
remap the area, the errors 8fn could have been because the environment was very tight. Further,
catastrophic. even though the average map error was reduced by
Finally, the average error between the estimatdtie Shortest-Path controller, the mapping process
and ground truth robot trajectories in each map waliverged at the end, and had the data collection not
computed. These results are shown in Figure 1Been terminated, the error induced by the Learned
The difference between controllers across maps |s
variable; for maps 1, 3, 4, 5 and 7, the Learned Standard error is defined ag/v/N.
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Fig. 10. (a) The squared error in robot position between #tienated robot position and the ground truth position forttagectory
of the Shortest-Path controller. (b) The squared error borgosition between the estimated robot position and thangtdruth
position for the trajectory of the Learned controller.
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Fig. 12. The average mean squared error between the estimafég. 13. The KL divergence between the occupancy grid com-
and true robot pose over a variety of trajectories. The dsans puted from the corrected scans and the ground truth occypanc
are at 1000 standard errors, which demonstrates that theregrid.

substantial statistical significance between the contrdhous.

the most reliable estimate of the accuracy of the

mapping process, but as an additional verification,

controller appeared to be improving compared twve compared the Kullback-Leibler divergence be-
the Shortest-Path controller. In conclusion, in five ofveen the occupancy grid computed by the SLAM
the eight trials, the Learned controller was considealgorithm and the ground truth occupancy grid
ably better than the Shortest-Path controller in terntomputed from the true position of the robot in
of squared error and in others they were equivalerthe simulation (Cover and Thomas 1991). Com-
As a final analysis, Figure 12 plots an estimatputing the KL divergence required searching for
of the error in the occupancy grid maps createtihe minimum error alignment between occupancy
by the mapper. The difference between the estyrids, as the mapping process can result in a rigid
mated and true robot pose shown in Figure 12 wasansformation between the inferred map and the
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Fig. 11. Learned trajectories for a simulated experimentgutfie Longwood map from the Radish data set. (a) The trajectory

the Shortest-Path controller. (b) The robot pose error tier $hortest-Path controller. (c) The trajectory of the hedrcontroller.
(d) The robot pose error for the Learned controller.
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corrected map, and this alignment process is subjeutn-permanent objects, and architectural drawings
to local minima problems. Additionally, neither thefor the Stata Center are also inaccurate due to
mapping process nor the exploration process permanent changes to the environment structure.
designed explicitly to minimize this error measureThus, before running experiments, a map of the area
However, the error in the maps as measured hyas pre-generated by hand, and a process running
the KL divergence (Figure 13) was consistent wittvionte Carlo Localization onboard provided an es-

the analysis of the error in robot pose (Figure 12}imate of ground truth. During the experiment, the

which confirmed the performance of the Learnedbbot chose actions in real-time and drove around a

controller. large loop that had been identified during simulation
as difficult to map.
7. REAL-WORLD EXPLORATION Figures 15(a) and 15(c) show the estimated tra-

As a final validation. we evaluated the Iearneﬁcmries for the Shortest-Path and Learned con-
controller in a real exploration task. The learne OILELS' Itth IS (E[!eart tgat ttr?e !EearnﬁdAcontroller
controller was trained using simulated data as pgratches the estimated path guite well. AS was seen
fore, but the simulator model was learned itseff! ;lmulat|on, the Shortest-Path controller diverges
from real data. There are numerous instances of '.t comes around the loop.

reinforcement learning algorithms transferring WeIIh Flgutr.es %Séb) r;\)n? 15(d) thw the error betv(;l/etehn
from simulation to real-world experiments when thé € estimated robot pose during mapping an e
simulator is a high-fidelity physical model of theestlmated true pose. These plots confirm that data
world (Ng. et al. 2004). As a result, we had hingOHeCtGd by the Shortest-Path controller resulted
confidence that our learned policy would perfor _much more inaccurate map. By the end of t_he
well in real exploration tasks. trajectory it was nearly 1.5 meters off course, while
the Learned controller was no more than half a
meter off of the true trajectory at any given time.
These results indicate not only that the trajectories
can have a large influence on map creation, but also
that learning the best trajectories from simulation
helps immensely during the mapping process.

8. RELATED WORK

This is not the first work to consider the problem
of active exploration for building the most accurate,
lowest-uncertainty map. One popular approach in
the literature, described in several places (Whaite
Fig. 14. The robot used both for the simulator model and t@nd Fe'_'rie 199_7; Feder et _al'_ 1999; Bourga_ult et al'
test the learned controller. 2002), is gradient ascent in information gain. This

has substantial computational efficiency, in that the

The robot used for the experiments is shown ifhformation gain need only be computed for the 8-
Figure 14. It was equipped with a single SICK lasegonnected neighboring states. The major disadvan-
range finder on the front and odometry encoders tage to the gradient ascent approach is that it is sub-
each wheel. This robot was particularly interestingct to local minima. While it has been argued that
because its construction and differential drive mechepeated observations taken from a local minimum
anism generate noisy odometry. will eventually flatten out the information gain at

The experiment was performed on the first floothat pose, it may take a considerable amount of time
of the Stata Center at the Massachusetts Institute fof this process to occur, as is evidenced by the slow
Technology. No completely accurate “ground truthtonvergence of this approach in the experimental
map of a real world environment exists due t@esults. The gradient ascent approach also has no
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Fig. 15. Learned trajectories for a real experiment in the fiosr of the Stata Center at MIT. (a) The trajectory of the Bst-Path
controller. (b) The robot pose error for the Shortest-Patftroller. (c) The trajectory of the Learned controller) {the robot pose
error for the Learned controller.

notion of “closing the loop” and cannot model longfor the maximally informative single location, rather
paths with large payoffs in map certainty at the enthan a maximally informative trajectory through a
of the path. series of locations in the environment.

Stachniss et al. (Stachniss and Burgard 2003) Some attention has already been paid to the
describe one of the few global exploration algoproblem of completeness during automatic data col-
rithms where they explicitly compute the informadection, or coverage (Choset 2000; Acar et al. 2003),
tion available at all locations in the environmentespecially in the sensor network and computational
Their algorithm is closest in spirit to our algorithm,geometry communities. Coverage exploration can
although they integrate an additional notion of travedften be defined in terms of sensor placement,
costs to gather data at different locations in the envihat is, determining point locations to minimize
ronment. The disadvantage to their approach is thidte number of sensor measurements required to
they are limited by computational costs to searchingense the entire space. With the exception of some
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work in coverage behaviors (Choset 2001), thesdgorithms for planning in single (Meliou et al.
exploration strategies generally ignore the effect &007) and multi-robot domains (Singh et al. 2007).
motion between measurement points. However, ddta contrast to this work, however, these algorithms
from a poorly chosen motion and sensing trajectorgo not model the information loss due to motion
between measurement points can substantially intend are essentially forms of coverage. The closest
fere with the overall inference. algorithm in spirit to our reinforcement learning
The problem of active exploration is related to algorithm uses Gaussian processes to model the
number of other sequential decision making prolpredicted reward of an exploring robot (Martinez-
lems. The active localization problem is one wher€antin et al. 2007). The Gaussian process learner is
the robot’s position is unknown but the map able to learn multi-step trajectories and incorporate
known. Fox et al. (Fox et al. 1998) use the samigoth predicted information gain from observations
criterion of entropy minimization to find a trajectoryand information loss due to motion. However, the
that localizes the robot as quickly as possibldearning is performed on a per-step basis. Given
The authors choose a purely local gradient ascemtnew destination for the robot, a new GP value
approach, although they augment the informatiofunction must be learned. Ours is the only work we
gain with a notion of relative costs of differentare aware of that learns a general purpose policy for
actions. exploration that is independent of the environment.
Active exploration and localization are both spe- Finally, active learning and statistical experiment
cific instances of a more general planning framedesign solve very related problems, addressing the
work, known as the Partially Observable Markowuestion of, given a space of possible data (or
Decision Process (Sondik 1971), in which theueries, or experiments), what is the one additional
controller makes decision based on the completeeasurement that would maximally improve the
state distribution, rather than the mean estimatexisting model (Cohn et al. 1996; Freund et al.
Exact solutions for the optimal POMDP policy arel997). The active learning approaches typically
computationally intractable, but good approximamaximize the information gain criterion as we do in
tion algorithms have been emerged recently. Thais work, but the disadvantage to these approaches
Augmented MDP (AMDP, also known as “Coastals that they are not physically motivated; that is,
Navigation”) algorithm (Roy and Thrun 1999) inthere is no notion of “traveling” to acquire more
particular assumes that the state distribution @ata, there is no notion of a sequential decision
Gaussian, and uses this assumption to find efficiemtaking process that gathers a stream of data, and
approximations to the POMDP policy. The AMDPthere is no notion of the relative costs of different
approach could be applied to the active exploraticgueries.
problem, if the information gain were represented
by an “information volume”;, each voxel in the 9. CONCLUSION

information volume would represent the current \ye have demonstrated in this paper a novel ap-
robot_ pose a_md map entropy. Given a transitiofroach for trajectory selection to explore unknown
function relating a voxel and action to some postgs,yironments. We have shown that reinforcement
rior voxel, the planning problem“would ”be just b8earing is an effective way to identify control poli-

a shortest-path problem to the “lowest” reachablges that can explore an unknown environment and
voxel in the information volume. The disadvantag@|iect data to minimize map error. The technical
to this approach is that computing the expectegyniriputions are a problem formulation that allows
transitions in the information volume is infeasiblgpe exploration for coverage to be balanced with the
for reasonably-sized maps. exploration for map accuracy using a constrained

~More recently, non-myopic exploration algo-gniimization representation, and a formulation of
rithms have been developed by the sensor netwoy exploration problem as a tractable partially

community. The sub-modularity properties of infor,pservable Markov decision process. In particular,
mation gain have been used to demonstrate efficigQk gemonstrate that the use of a policy class based
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on smooth trajectories interpolating way-point con- environments and probabilistic methodisterna-
straints leads to efficient learning. By learning with tional Jounal of Robotics Resear2R(7-8): 441—
this policy class of smooth trajectories, the robot 466.
is biased towards controllers that minimize erroBagnell, J. D., Kakade, S., Ng, A., and Schneider, J.
induced by its own motion. Additionally, by using (2003). Policy search by dynamic programming.
a policy class where each action has considerableln Neural Information Processing Systemsl-
duration, the effective horizon length of the problem ume 16. MIT Press.
is dramatically reduced. Barraquand, J., Langlois, B., and Latombe, J.

Our method relies on a physically accurate sim- (1992). Numerical potential field techniques
ulation of robot kinematics, but the parameters of for robot path planning.IEEE Transactions on
the simulation were fitted to real data, allowing Systems, Man and Cyberneti28(2): 224—-241.
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s = 05 pdr + s gdb
2 =02, \ldr|[* + Bs,01d0][?,

g

where df = df; + df>. The meansc;; and
APPENDIX covariancess; ; describe the contribution of each
The motion model with slip is given ascontrolj to the effective controi, e.g.,ay,, is the

(&, ug, w) where the control consists of an initialM&an contribution of the translation to the rotation.
rotationds; , a forward translationr in the current The controlsdf, anddf, share model parameters,
heading direction of the robdtand a final rotation Such thatay, , = ag, » = ag,,, SO the subscripts
d, such thatu, = (d6y,dr,dds). An effective and 2 are omitted from the model parameters.
control i, = (d@l,cir,dog,cis) is generated, where Each effective con_trol has a dgpendence on the
each effective control component is a random varkommanded translation and rotation, and each de-
able depending on both the control and the noigendence consists of a bias and random variance,
processw = (wag, , War, Wag,, was). An additional Ieadlng to a total of 16. paramgtgrs .that must
componentls is included in the effective control to P& estimated. An Expectation-Maximization proce-
represent the slip motion, that is, cross-range erréfre (Eliazar and Parr 2004) was used to estimate
The effective control variables are calculated as the parameters for the robot in Figure 14, and the

parameters are given in table I.

wag, ~ N(0,1) A translational and rotational displacemeftis
do, = Lo, + was,- oo, then calculated from the effective controls as
Ho, = g ,pdbh + v rdr . dr cos(f;—1 —l—d@l)—&-d:s cos(fr—1 +d@1+§)

2 2 2 2 =| drsi [i ; D, LT
oy, = Bpelld0r||" + Bor||dr]| G =| drsin(f;—y +d9il)é+fzzm(9tfl +db+7)
1 2
war ~ N(0,1) The complete motion can then be calculated as
dr = i, +wgy - oy Xy = X¢—1 + Gt (20)
Wy = oy dr + o pd0
2 2 2 2 — 2 _
oy = By lldr||" + Brel|do]| Zr,r = 1'80(?(?72 g’é”” = 8.0932
o = —Y .0
Qg = 0.0144 ﬂg,r =0
wap, ~ N(0,1) g9 = 0.8996 gge = 0.3699
Z as,r = —0.0182 2, =0
dfs = po, + wag, 0o, s = —0.105 %; — 0.0612
Mo, = Qg pdly + g ndr
2 _ 92 2 2 TABLE |
092 - 59’9||d02” + 59’T |dTH THE SIXTEEN PARAMETERS FOR THE STOCHASTIC MOTION

MODEL OF THE ROBOT
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