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Outcomes

Concepts in Probability and Bayesian Analysis1

Separation of Model, Inference and Algorithm2

Bayesian Applications and Values 3
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What is Probability?
Take a minute to think of your answer.

Afterwards, raise hand/unmute/share your answer. 

Or write in channel #Lec_bayesian_inference_mohamed
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Probability
Some Definitions for probability

Probability is sufficient for the task of 
reasoning under uncertainty

Statistical Probability 
Frequency ratio of items

Subjective Probability 
Probability as a  
degree of belief

Logical Probability 
Degree of confirmation of a 
hypothesis based on logical 

analysis

Probability as Propensity 
Probability used  
for predictions
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Probability
Probability as a Degree of Belief

Probability is a measure of the belief in a 
proposition given evidence.  

A description of a state of knowledge.

No such thing as  
the probability  

of an event, since the value 
depends on the evidence used.

Inherently subjective 
in that it depends on 

the believer’s 
information

Different observers 
with different 

information will have 
different beliefs.
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Probabilistic Models
Model: Description of the world, of data, 

of potential scenarios, of processes.

Most models in machine 
learning are probabilistic.

Probabilistic models let you learn 
probability distributions of data.

Peak 
hour

Bad 
Weather Accident

Traffic 
Jam Sirens

prob(traffic Jam)

prob(sirens | Accident)

prob(peak hour | Traffic Jam)

You can choose what to learn: Just 
the mean. Or the entire distribution.

A probabilistic model writes out these 
models using the language of probability
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Probabilistic Quantities
Probability

Conditions

Bayes Rule

Parameterisation

Expectation

Gradient
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What is Bayesian Statistics?
Take a minute to think of your answer.

Afterwards, raise hand/unmute/share your answer. 

Or write in channel #Lec_bayesian_inference_mohamed
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Probability of a Sequence

p(1,1,1,0,0) = p(1,0,1,0,1)

Exchangeable sequence of events

p(x1, …, xn) = p(xπ1
, …, xπn

)

For infinite exchangeability, the joint probability is 
invariant to permutation of the indices.

Explains why we have parameters and priors, and the power of averaging.

De Finetti’s 
Theorem 

p(x1, . . . , xN ) =

Z NY

n=1

p(xn|✓)P (d✓)

<latexit sha1_base64="u1Fw47cUozmyFQNxoiXGABqijMc="></latexit>
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Model-based Bayesian 
For an exchangeable sequence of events

There is a distribution P on , if 
there’s a density then  a prior 

θ
p(θ)

Doesn’t say anything about the 
dimension of parameters, so can 
be infinite.

Gives a bridge between Bayesian 
and Frequentist views of probability.

There is a likelihood 
p(x |θ)

The data  is then 
conditionally independent

x1, …xn

There is a parameter θ

Do computations and inversions of 
these quantities using Bayes’ Rule

Model-based approach (as opposed to an 
empirical approach) since we represent the 
sequence using a parameterised model.

p(x1, . . . , xN ) =

Z NY

n=1

p(xn|✓)p(✓)d✓

<latexit sha1_base64="bRuLlWHVNwsbEpwd7KlfFZRJaBk="></latexit>

p(x1, . . . , xN ) =

Z NY

n=1

p(xn|✓)P (d✓)

<latexit sha1_base64="u1Fw47cUozmyFQNxoiXGABqijMc="></latexit>
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Bayesian Analysis

Likelihood

p(y|z)
Prior

p(z)

Marginal likelihood/ Model 
evidence

Z
p(y, z)dz

Posterior

p(z|y) =

Bayes’ Rule

Bayesian approach  follows the idea that all components of a model 
should be probabilistic and be described by probability distributions

Rule for inverse probabilities.  
Go from prior states of knowledge to new states based on evidence.

Bayesian analysis is an approach to 
modelling that follows: 

• Decide on a priori beliefs. 

• Posit an explanation of how the 
observed data is generated, i.e. 
provide a probabilistic description. 

• Allows for recursive updating in the 
light of new evidence.
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Bayesian Analysis
Interested in reasoning about two important quantities

๏ In Bayesian analysis, things that are not. observed must 
be  integrated over - averaged out. 

๏This makes computation difficult.  

๏ Integration is the central operation. 

Evidence

Posterior

Intractable Integrals: Will often see this phrasing. 
• Don’t know the integral in closed form 
• Very high-dimensional quantities and can’t compute 

(e.g., using quadrature)
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Regression and Classification

๏ Make predictions of future based on past correlations. 

๏ Ways of learning distributions over functions and maintaining 
uncertainty over functions. 

๏ This allows many types of models, from linear models, deep networks, 
splines, etc. 

๏ Many ways to learn the posterior distribution. 

Prior

Observation model

Posterior

Probabilistic models over functions

y
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Density Estimation

Factor Analysis / PCA

z

y

W

n = 1, …, N

μ Σ
•How can you learn from data without any labels. Structure of the data. 

•Deep Generative Models and Unsupervised learning.

Learn probability distributions over the data itself

z ⇠ N (z|µ,⌃)

y ⇠ N (y|Wz,�2
yI)

Prior

Observation model
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Decision-making

Setup is common in 
experimental design, causal 

learning, reinforcement learning.

External Environment

Decision-maker

Observation/ 
SensationAction
Environment

Probabilistic models of environments and actions

Prior over actions

Interaction only

Reward/Utility
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A Poetics of Machine Learning

Computational

Algorithmic

Implementation

Marr’s Levels 
of Analysis

Probability 
Theory

Bayesian 
Analysis

Hypothesis 
Testing

Estimation 
Theory AsymptoticsPrinciples

Uncertainty Information Gain CausalityInformation Prediction

Planning Explanation Rapid Learning World 
Simulation

Objects and 
RelationsReasoning

Advancing 
Science

Assistive 
Technology

Climate and 
Energy Healthcare Fairness and 

Safety
Autonomous 

systemsApplications

Bayesian approach is also an Interpretive Approach to 
Modelling and Data Analysis

๏We exist within and across many interpretive communities in ML. 

๏ Interpretive frameworks we use not only describes our work, but also produce 
the work it describes. 

๏Become aware of the interpretive frames we use.
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Statistical Operations

 Modelling

Estimation 
and Learning

Hypothesis 
Testing

Experimental 
DesignData 

Enumeration

Summarisation Comparison

Inference
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Architecture and Loss

1. Computational Graphs

W¹: Weight X :Input

T¹:Times B¹:Weight

P¹: Plus

W²: Weight S¹: Sigmoid

T² :Times B²: Weight

P²: Plus

O: So#max

2. Error propagation
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Model-Inference-Algorithm

1. Models 2. Learning  
Principles

3. Algorithms
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Fully-observed

Latent Variable

y1

z1

…y2

z2

yD

zD
…

μ, Σ

n = 1, …, N

Parametric, Non-parametric 
And semi-parametric

Directed and Undirected

Models
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Statistical Inference

Laplace 
approximation

Maximum 
Likelihood

Maximum a 
posteriori

Cavity Methods
Integr. Nested 

Laplace Approx

Expectation 
Maximisation

Markov chain 
Monte Carlo

Variational 
Inference

Sequential 
Monte Carlo

Noise 
Contrastive

Two Sample 
Comparison

Transpo!ation 
methods

Approx Bayesian 
Computation

Method of 
Moments

Max Mean 
Discrepency

Direct Indirect

Learning  
Principles
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A given model and learning principle can be implemented in many ways.

●Optimisation methods 
(SGD,  Adagrad) 

●Regularisation (L1, L2, 
batchnorm, dropout)

Convolutional neural network  
+ penalised maximum likelihood

Latent variable model  
+ variational inference

●VEM algorithm 
●Expectation propagation 
●Approximate message passing 
●Variational auto-encoders (VAE)

Restricted Boltzmann Machine  
+ maximum likelihood
●Contrastive Divergence 
●Persistent CD 
●Parallel Tempering 
●Natural gradients

Implicit Generative Model  
+ Two-sample testing

●Unsupervised-as-supervised learning 
●Approximate Bayesian Computation (ABC) 
●Generative adversarial network (GAN)

Algorithms
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Bayesian Applications
๏Building models  

๏Choice of priors and where they come from. 

๏ Including prior knowledge 

๏Doing Bayesian computations 

๏Reporting uncertainties 

๏Accounting for noise and stationarity 

๏Loss, Risk and Utility 

๏Uncertainty and Calibration 

๏Evaluating and comparing models. 

๏Adapting to different amounts of evidence
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Continuing Clinical Trials
Informing the decision to move from Stage 2 to 3 trials

๏ Sensitive decision since it requires 
considerable commitments.  

๏ Inform the decision with predictions of 
the probability of success at the Stage 
3 testing.   

๏ Simplest models use Bayesian Linear 
regression.

Bayesian Considerations: Choice of models, priors, how to compute 
posterior distributions, how to report variability in predictions. 



27Shakir Mohamed |

Causal Inference in Structural Time Series
Estimate the causal effect of a designed intervention on a time series. 

Structural time series include: 
๏ Latent Gaussian models (Kalman Filters),   
๏ state-space models, stochastic RNNs, 
๏ (non-)linear temporal models, ARIMA 
๏ autonomous and non-autonomous 

systems,  
๏ semi-MDPs and POMDPs.  

Bayesian Considerations: Understanding of a system at 
different scales, allowing other sources of knowledge to 
be included in the model. Will require complex methods 
for computing posterior distributions efficiently. 

Clicks generated during an ad campaign, 
deterioration in clinical interventions.  
Posterior predictive density over 
counterfactual responses to understand 
causal impact of an intervention.
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Have simulators of a process, like the spread of a disease, and 
no likelihood models. We would still want to understand 
variability of models  and report uncertainty. 

Bayesian Considerations: intractable likelihoods, simulation-
based approaches for Bayesian analysis, need for expert 
definitions of similarity, efficient use of evidence.

Bayesian model of physical distancing for COVID-19

Infectious Disease Modelling
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Concentration of particles, chemicals and gasses in ice cores are 
a continuous record of climatic and environmental information; 
used widely in climate change analysis.

Estimating historical time from ice cores

Bayesian Considerations: Model that accounts for 
periodicity of the sedimentation process, account for 
lack of stationarity, noise in the observations.

Layer-counting in Ice Cores
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Experimental Design

We can use estimation of 
uncertainty from a posterior 
distribution, to search through 
a parameter space for the 
most informative test points.  

This comes up in the 
placement of sensors in a 
system, or in the search for 
parameters.

Bayesian Considerations: importance of uncertainty estimation 
and calibration, Risk minimisation and utility functions.

Efficiently placing sensors across an area
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Data 
Enumeration

Summarisation Comparison

Inference

Computational

Algorithmic

Implementation

Marr’s Levels 
of Analysis

Probability 
Theory

Bayesian 
Analysis

Hypothesis 
Testing

Estimation 
Theory AsymptoticsPrinciples

Uncertainty Information Gain CausalityInformation Prediction

Planning Explanation Rapid Learning World 
Simulation

Objects and 
RelationsReasoning

Advancing 
Science

Assistive 
Technology

Climate and 
Energy Healthcare Fairness and 

Safety
Autonomous 

systemsApplications

Epistemic concerns and values

Contextual Values
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Statistical Probability 
Frequency ratio of items

Subjective Probability 
Probability as a  
degree of belief

p(x1, . . . , xN ) =

Z NY

n=1

p(xn|✓)P (d✓)

<latexit sha1_base64="u1Fw47cUozmyFQNxoiXGABqijMc="></latexit>

Posterior

Data 
Enumeration

Summarisation Comparison

Inference

Statistical Inference

Direct Indirect Epistemic values

Contextual Values

Bayes Rule
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Outcomes

Probabilistic Models and Priors1

Likelihood, Marginalisation, Prediction2

Inference and Testing3
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Linear Regression

Optimise the negative log-likelihood

L = � log p(y|g(⌘); ✓)

Table 1: Correspondence between link and activations functions in
generalised regression.

Target Regression Link Inv link Activation

Real Linear Identity Identity
Binary Logistic Logit log µ

1-µ Sigmoid
1

1+exp(-⌘)

Sigmoid

Binary Probit Inv Gauss
CDF �-1(µ)

Gauss CDF
�(⌘)

Probit

Binary Gumbel Compl.
log-log
log(-log(µ))

Gumbel CDF
e-e-x

Binary Logistic Hyperbolic
Tangent
tanh(⌘)

Tanh

Categorical Multinomial Multin. Logit
⌘iP
j ⌘j

Softmax

Counts Poisson log(µ) exp(⌫)
Counts Poisson

p
(µ) ⌫2

Non-neg. Gamma Reciprocal 1
µ

1
⌫

Sparse Tobit max max(0;⌫) ReLU
Ordered Ordinal Cum. Logit

�(�k - ⌘)

the Bernoulli distribution.

There are many link functions that allow us to make other distribu-
tional assumptions for the target (response) y. In deep learning, the
link function is referred to as the activation function and I list in the
table below the names for these functions used in the two fields. From
this table we can see that many of the popular approaches for speci-
fying neural networks that have counterparts in statistics and related
literatures under (sometimes) very different names, such multinomial
regression in statistics and softmax classification in deep learning, or
rectifier in deep learning and tobit models is statistics.

1.2 recursive generalised linear models

Constructing a recursive GLM or deep deep feed-forward neural net-
work using the linear predictor as the basic building block. GLMS
have a simple form: they use a linear combination of the input using
weights �, and pass this result through a simple non-linear function.
In deep learning, this basic building block is called a layer. It is easy
to see that such a building block can be easily repeated to form more
complex, hierarchical and non-linear regression functions. This recur-
sive application of the basic regression building block is why models
in deep learning are described as having multiple layers and are de-
scribed as deep.

4

⌘ = w>x+ b

p(y|x) = p(y|g(⌘); ✓)

•  g(.) is an inverse link function that 
we’ll refer to as an activation function. 

•  The basic function can be any linear 
function, e.g., affine, convolution.

g()

⌘ = Bx

E[y]
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Deep Networks

A general, flexible framework for building  
non-linear, parametric models

•  Recursively compose the basic linear functions. 

•  Gives a deep neural network.

E[y] = hL � . . . � hl � h0(x)

⌘1 = Bx1

g()

g()

⌘l = Bxl

…

E[y]
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Deep and Hierarchical
Hierarchical Model: models where the (prior) probability distributions can 

be decomposed into a sequence of conditional distributions
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Two Streams of ML

Bayesian Reasoning

+ Rich non-linear models for classification and 
sequence prediction. 

+ Scalable learning using stochastic 
approximation and conceptually simple. 

+ Easily composable with other gradient-
based methods 

- Only point estimates 

- Hard to score models, do selection and 
complexity penalisation.

Deep Learning

Natural to consider the combination of these approaches: Bayesian Deep Learning

- Mainly conjugate and linear models 

- Potentially intractable inference, 
computationally expensive or long 
simulation time. 

+ Unified framework for model building, 
inference, prediction and decision making 

+ Explicit accounting for uncertainty and 
variability of outcomes 

+ Robust to overfitting; tools for model 
selection and composition.
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What is a Likelihood?
Take a minute to think of your answer.

Afterwards, raise hand/unmute/share your answer. 

Or write in channel #Lec_bayesian_inference_mohamed
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Likelihood Functions
Likelihood functionProbabilistic Model

Efficient Estimators 
•Statistically efficient (Cramer-Rao lower 

bound) 
•Asymptotically unbiased, consistent 
•Maximum entropy (principle of 

indifference)

Tests with Good Power 
•Likelihood ratio tests 
•Can construct small confidence regions

Pool Information 
•Combine different data sources 
•Knowledge outside the data can be used, 

like constraints on domain or prior 
probabilities.

Misspecification: Inefficient estimates; or 
confidence intervals/tests can fail completely.

Likelihood of 
parameters

Pr
es

cr
ib

ed
 L

ik
el

ih
oo

ds

Widely-applicable 
•Handle data that is incompletely observed, 

distorted, samples with bias 
•Can offset or correct these issues. 
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Estimation Theory

⌘1 = Bx1

g()

g()

⌘l = Bxl

…

E[y]

Likelihood 
function

Maximum Likelihood

Optimisation 
Objective

Probabilistic 
Model

๏ Straightforward and natural way to learn parameters 

๏ Can be biased in finite sample size, e.g., Gaussian variances with N and N-1. 

๏ Easy to observe overfitting of parameters.
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Estimation Theory

• Generalises the MLE (uniform prior)

• Shrinkage: shrink parameters back to initial beliefs.

• Not every regulariser corresponds a valid probability 

distribution.

Probabilistic 
Model

Likelihood 
function

Maximum a Posteriori (MAP)

Optimisation 
Objective

✦ Regularisation is essential to 
overcome the limitations of 
maximum likelihood estimation. 

✦ Other names: Regularisation, 
penalised regression, shrinkage.
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MAP Estimation

Uncertainty  
Can be reported  using confidence 
intervals or bootstrap estimates.

Type of Solution 
What is maximum is not 
necessarily typical

Parameterisation sensitive 
Location of max will change 
depending on parameterisation
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Invariant MAP
Popular Example

Bernoulli

Uniform

Parameterisation 2

Clear sensitivity: Sensitive to units, affects interpretability, affects gradients, 
learning stability, design of models.

Change of 
variables

New prior

MAP Est.

Parameterisation 1

Transform

Mode of the prior
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Invariant MAP
Use a modified probabilistic model that removes sensitivity

• Use the Fisher information 
• Connection to the natural gradients and trust-region optimisation. 
• Uninformative priors.

Invariant MAP

Proposed solutions have not fully dealt with the underlying issues. 
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Bayesian Inference

How and when can this integral to be computed tractably?  

What pairs of likelihood and prior make this easy?

p(x) =

Z
p(x|✓)p(✓)d✓

<latexit sha1_base64="JX3NlATchaRaUvz8z1tR5ySzyeA=">AAACVnicbVFNS8NAEN3Er1q/oh69LBZBLyWRgnoQRC8eK9gqNKVsNhO7uJuE3YlYYv+kXvSneBE3tQetHVj28d4bduZtlEth0Pc/HHdhcWl5pbZaX1vf2Nzytne6Jis0hw7PZKbvI2ZAihQ6KFDCfa6BqUjCXfR4Vel3T6CNyNJbHOXQV+whFYngDC018FR+GCqGwygpn8dH9JyGIkX6m6QvNIwyGZuRslcZ4hCQWav1zKNDhGfUqozHc+SB1/Cb/qTofxBMQYNMqz3wXsM444WCFLlkxvQCP8d+yTQKLmFcDwsDOeOP7AF6FqZMgemXk1jG9MAyMU0ybY9dasL+7iiZMtV81llta2a1ipyn9QpMTvulSPMCIeU/DyWFpJjRKmMaCw0c5cgCxrWws1I+ZJpxtD9RtyEEsyv/B93jZtBqnt20GheX0zhqZI/sk0MSkBNyQa5Jm3QIJ2/k03GdBefd+XKX3JUfq+tMe3bJn3K9b6aftlA=</latexit>

Approach 1: Using Conjugacy 

๏ Choose priors by mimicking the form of the likelihood. 

๏ In a large set of cases, the posterior is in the same form of the observation 
distribution, e.g., Beta prior -> Beta posterior 

๏ Priors chosen this way are called conjugate priors.

p(✓|x)

<latexit sha1_base64="T8w2OpKBUrbCEUgukAZMIDyXyzI=">AAACDHicbVDLSsNAFJ34rPVVdelmsAh1UxIpqLuiG5cV7AOaUCaTSTt08mDmRiwxH+DGX3HjQhG3foA7/8ZJm4W2HhjmcO653HuPGwuuwDS/jaXlldW19dJGeXNre2e3srffUVEiKWvTSESy5xLFBA9ZGzgI1oslI4ErWNcdX+X17h2TikfhLUxi5gRkGHKfUwJaGlSqcc12I+GpSaC/1IYRA5LhB2wHBEaun95nJ9pl1s0p8CKxClJFBVqDypftRTQJWAhUEKX6lhmDkxIJnAqWle1EsZjQMRmyvqYhCZhy0ukxGT7Wiof9SOoXAp6qvztSEqh8W+3MV1TztVz8r9ZPwD93Uh7GCbCQzgb5icAQ4TwZ7HHJKIiJJoRKrnfFdEQkoaDzK+sQrPmTF0nntG416hc3jWrzsoijhA7REaohC52hJrpGLdRGFD2iZ/SK3own48V4Nz5m1iWj6DlAf2B8/gBPfJvN</latexit>

Posterior

Evidence
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Beta-Bernoulli Model
!

x

⍺ β

https://jimgrange.wordpress.com/2016/01/18/pesky-priors/

Bernoulli Distribution p(x|✓) = ✓x(1� ✓)(1�x)

<latexit sha1_base64="EJO6nNT/svA2v3R8Lx2Mz3rhzWw=">AAACFHicbZC7SgNBFIZn4y3G26qlzWAQEsSwKwG1EII2lhHMBZJNmJ1MkiGzF2bOSsKah7DxVWwsFLG1sPNtnCRbaOIPAx//OYcz53dDwRVY1reRWlpeWV1Lr2c2Nre2d8zdvaoKIklZhQYikHWXKCa4zyrAQbB6KBnxXMFq7uB6Uq/dM6l44N/BKGSOR3o+73JKQFtt8zjMDfEDbkKfAcnjy4RaQ5yzTxK3FWse5sdtM2sVrKnwItgJZFGictv8anYCGnnMByqIUg3bCsGJiQROBRtnmpFiIaED0mMNjT7xmHLi6VFjfKSdDu4GUj8f8NT9PRETT6mR5+pOj0Bfzdcm5n+1RgTdcyfmfhgB8+lsUTcSGAI8SQh3uGQUxEgDoZLrv2LaJ5JQ0DlmdAj2/MmLUD0t2MXCxW0xW7pK4kijA3SIcshGZ6iEblAZVRBFj+gZvaI348l4Md6Nj1lrykhm9tEfGZ8/AdycTw==</latexit>

Conjugate Prior p(✓|↵,�) / ✓↵(1� ✓)(1��)

<latexit sha1_base64="AQB8bTy/k3axy3c1YmTA0zyNpYY=">AAACL3icbVDLSgMxFM34rPVVdekmWIQWtMxIQd0VBXGpYFXo1HInTdvQzExI7ghl7B+58Ve6EVHErX9h2unC14HAyTnnktwTKCkMuu6LMzM7N7+wmFvKL6+srq0XNjavTZxoxusslrG+DcBwKSJeR4GS3yrNIQwkvwn6p2P/5p5rI+LoCgeKN0PoRqIjGKCVWoUzVfKxxxHoA/VBqh7sUT+w9zL1lY4VxjTz7zKXlrz9TCjfpWM+yQ5bhaJbcSegf4k3JUUyxUWrMPLbMUtCHiGTYEzDcxU2U9AomOTDvJ8YroD1ocsblkYQctNMJ/sO6a5V2rQTa3sipBP1+0QKoTGDMLDJELBnfntj8T+vkWDnqJmKSCXII5Y91EkktS2My6NtoTlDObAEmBb2r5T1QANDW3HeluD9XvkvuT6oeNXK8WW1WDuZ1pEj22SHlIhHDkmNnJMLUieMPJIReSVvzpPz7Lw7H1l0xpnObJEfcD6/AM/op7g=</latexit>
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Conjugacy
Conjugate priors are those in the exponential family of distributions. 

๏ Because of  the ‘closure’ property, they make recursive updating very 
easy to do.  

๏ Get closed-form local computations allowing automated inference. 

๏ Allows us to study relationship to maximum likelihood, and relationship 
to convexity, information geometry, Bregman divergences. 

๏ General and interesting in more complex scenarios: multivariate 
systems, priors over functions, infinite dimensional systems,

Measure

Natural Parameters Sufficient Statistics

Normalising Constant

https://www.johndcook.com/blog/conjugate_prior_diagram/

https://www.johndcook.com/blog/conjugate_prior_diagram/
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Integral Approximations

log

Z
exp {�u(x,✓)}
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Laplace 
Approximation

Use MAP estimate for μ Related names:  
Delta Method or  

Saddle-point approx.

H(µ) = r2
✓u(x,✓)|✓=µ
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What is Learning? What is Inference?
Take a minute to think of your answer.

Afterwards, raise hand/unmute/share your answer. 

Or write in channel #Lec_bayesian_inference_mohamed
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Learning and Inference

Statistics, no distinction 
between learning and inference - 

only inference (or estimation).

Bayesian statistics, all 
quantities are probability 

distributions, so there is only the 
problem of inference.

Software engineering, 
inference is the forward 

evaluation of a trained model 
(to get predictions).

Decision making and AI, refer to 
learning in general as the means of 
understanding and acting based on 

past experience (data).

Machine learning makes a distinction between 
inference and learning: 

• Inference: reason about (and compute) unknown 
probability distributions. 

• (Parameter) Learning is finding point estimates of 
quantities in the model.
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Prediction
Posterior predictive distribution is the prediction of new data given the model.  

Likelihood of the test data averaged over the posterior distribution.

๏ In conjugate models, this predictive distribution can be known in closed form.  

๏ For the Beta-Bernoulli model this is a Beta distribution.  

๏ In other cases, we will have to approximate the integral or use a Monte Carlo method to 
evaluate the integral. 

p(x⇤|x) =
Z

p(x⇤|✓)p(✓|x)d✓ = Ep(✓|x) [p(x
⇤|✓)]

<latexit sha1_base64="vSmueKQxhEUkQXZWvvzfRONSqZk="></latexit>

Posterior 
Predictive
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Bayes Factors
Bayes Factor is a way of comparing two models. It is a Bayesian approach to hypothesis testing.

๏ Consistency: As the number of data points becomes large, it will favour the true model. 

๏ Ockham's razor: We will prefer simpler models to more complex ones if they have the same performance. 

๏ Comparison: Models and parameters that are compared need not be nested or equivalent in any way. 

๏ Reference: We can store the marginal likelihood as a property of the model-data instance, and use it for any 

future model selection or comparison.

๏ Weight-of-evidence: We can compute the evidence for data points individually and use this as a score or 

measure of surprise, allowing us to characterise each data point we observe.

๏ Compares to competing models rather 
than against a null hypothesis. 

๏ Accounts for uncertainty 
๏ Can compare nested models. 
๏ Large-sample approximations of Bayes 

factors: BIC,AIC, DIC, WAIC.

Bayes Factor B =
p(x|M1)

p(x|M2)
=

R
p(x|✓1,M1)p(✓1|M1)d✓1R
p(x|✓2,M2)p(✓2|M2)d✓2

<latexit sha1_base64="HvzLIyAYAkaicGnu2WbMjuM933Y="></latexit>

p(M1|x)
p(M2|x)

=
p(M1)

p(M2)

p(x|M1)

p(x|M2)

<latexit sha1_base64="zw2NsT5/vxQ6gffRaRIzxT1AUaE="></latexit>

Posterior Odds

Central problem is computing the marginal likelihood. 

Marginal likelihoods have the following properties.Evidence
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Learning Principles
Bayesian computations show that there are different 
types of learning principles that are available to us.

p*(x)q(x)

Learning principle: Two-sample tests

p⇤(x)

q(x)
= 1 p⇤(x) = q(x)

Learning principle: Model Evidence 

p(x) =

Z
p(x, z)dz
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Inferential Questions
Evidence  

Estimation

p(x) =

Z
p(x, z)dz

Hypothesis Testing

B = log p(x|H1)� log p(x|H2)

Experimental Design

Parameter  
Estimation

Moment  
Computation

E[f(z)|x] =
Z

f(z)p(z|x)dz

PlanningPrediction
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Neutrality Traps
๏The Solutionism Trap: Failure to recognise the possibility that the best 

solution to a problem may not involve technology.  

๏The Formalism Trap: Failure to account for the full meaning of social 
concepts such as fairness, which be resolved through mathematical 
formalisms. 

๏The Portability Trap: Failure to understand how repurposing 
algorithmic solutions designed for one social context may be inaccurate 
/ do harm when applied to a different context. 

๏The Ripple Effect Trap: Failure to understand how the insertion of 
technology into an existing social system changes the behaviours and 
embedded values of the pre-existing system .

“Technology is neither good nor bad; nor is it neutral.”
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Statistical Probability 
Frequency ratio of items

Subjective Probability 
Probability as a  
degree of belief

p(x1, . . . , xN ) =

Z NY

n=1

p(xn|✓)P (d✓)

<latexit sha1_base64="u1Fw47cUozmyFQNxoiXGABqijMc="></latexit>

Posterior

Epistemic values

Contextual Values

Bayes Rule

Bayes Factor

Posterior 
Predictive

Laplace 
Approximation

Bayesian statistics, all 
quantities are probability 

distributions, so there is only the 
problem of inference.

Exponential Family 
and Conjugacy

⌘1 = Bx1

g()

g()

⌘l = Bxl

…

E[y]
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Outcomes

Direct and Indirect Inferences1

Monte Carlo methods2

Variational Methods3
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Inferential Questions
Evidence  

Estimation

p(x) =

Z
p(x, z)dz

Hypothesis Testing

B = log p(x|H1)� log p(x|H2)

Experimental Design

Parameter  
Estimation

Moment  
Computation

E[f(z)|x] =
Z

f(z)p(z|x)dz

PlanningPrediction
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Statistical Inference

Laplace 
approximation

Maximum 
Likelihood

Maximum a 
posteriori

Cavity Methods
Integr. Nested 

Laplace Approx

Expectation 
Maximisation

Markov chain 
Monte Carlo

Variational 
Inference

Sequential 
Monte Carlo

Noise 
Contrastive

Two Sample 
Comparison

Transpo!ation 
methods

Approx Bayesian 
Computation

Method of 
Moments

Max Mean 
Discrepency

Direct Indirect

Learning  
Principles
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How do you represent a distribution?
Take a minute to think of your answer.

Afterwards, raise hand/unmute/share your answer. 

Or write in channel #Lec_bayesian_inference_mohamed



69Shakir Mohamed |

Representing Distributions
ℬ(θ |α, β)

Closed-form/Analytic

Approximations

Sampling procedureSamples
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Monte Carlo methods
One of the most general methods we have for computing integrals and probabilities.

Monte Carlo method is simple:  

1. Draw independent samples from p.  

2. Compute the average of the function at these points.

Integral F(✓) =

Z
f(x)p(x|✓)dx = Ep(x|✓)[f(x)]

<latexit sha1_base64="N4jLF6CxRJIScTGyC/faijMSCCc="></latexit>

Estimator F̂(✓) =
1

N

NX

n=1

f(x̂n); x̂n ⇠ p(x|✓), for n = 1, . . . , N
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Monte Carlo methods

๏ Consistency: The estimate should converge to the true value of the integral. 

๏ Unbiased: When we repeat this process using different sets of samples, the estimate should 
be centred on the true value. 

๏ Low variance: The estimator is a random variable because many sets of samples can be 
drawn to compute the average.  

๏ Computation: Want estimators that are computationally efficient to compute, require few 
samples, easy parallelisation, and easy generation of variates x.

Estimator F̂(✓) =
1

N

NX

n=1

f(x̂n); x̂n ⇠ p(x|✓), for n = 1, . . . , N

<latexit sha1_base64="YjGVTzkSVCLkkTL9to/m7jDIn8g="></latexit>
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Evaluating Integrals

Do this by introducing a 
probabilistic one
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Importance Sampling

Conditions 
• q(z)>0, when f(z)p(z) ≠ 0. 
• q(z) is known/easy to handle.

532 11. SAMPLING METHODS

Figure 11.8 Importance sampling addresses the prob-
lem of evaluating the expectation of a func-
tion f(z) with respect to a distribution p(z)
from which it is difficult to draw samples di-
rectly. Instead, samples {z(l)} are drawn
from a simpler distribution q(z), and the
corresponding terms in the summation are
weighted by the ratios p(z(l))/q(z(l)).

p(z) f(z)

z

q(z)

Furthermore, the exponential decrease of acceptance rate with dimensionality is a
generic feature of rejection sampling. Although rejection can be a useful technique
in one or two dimensions it is unsuited to problems of high dimensionality. It can,
however, play a role as a subroutine in more sophisticated algorithms for sampling
in high dimensional spaces.

11.1.4 Importance sampling
One of the principal reasons for wishing to sample from complicated probability

distributions is to be able to evaluate expectations of the form (11.1). The technique
of importance sampling provides a framework for approximating expectations di-
rectly but does not itself provide a mechanism for drawing samples from distribution
p(z).

The finite sum approximation to the expectation, given by (11.2), depends on
being able to draw samples from the distribution p(z). Suppose, however, that it is
impractical to sample directly from p(z) but that we can evaluate p(z) easily for any
given value of z. One simplistic strategy for evaluating expectations would be to
discretize z-space into a uniform grid and to evaluate the integrand as a sum of the
form

E[f ] !
L∑

l=1

p(z(l))f(z(l)). (11.18)

An obvious problem with this approach is that the number of terms in the summation
grows exponentially with the dimensionality of z. Furthermore, as we have already
noted, the kinds of probability distributions of interest will often have much of their
mass confined to relatively small regions of z space and so uniform sampling will be
very inefficient because in high-dimensional problems, only a very small proportion
of the samples will make a significant contribution to the sum. We would really like
to choose the sample points to fall in regions where p(z) is large, or ideally where
the product p(z)f(z) is large.

As in the case of rejection sampling, importance sampling is based on the use
of a proposal distribution q(z) from which it is easy to draw samples, as illustrated
in Figure 11.8. We can then express the expectation in the form of a finite sum over

Integral problem m =

Z
f(z)p(z)dz
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Probabilistic one m =

Z
f(z)p(z)

q(z)

q(z)
dz
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Re-group/re-weight m =

Z
f(z)

p(z)

q(z)
q(z)dz
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m = Eq(z)


f(z)

p(z)

q(z)

�
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Importance Sampling

w(s) =
p(z)

q(z)
z(s) ⇠ q(z)

Identity Trick Elsewhere 
• Manipulate stochastic gradients 
• Derive probability bounds 
• RL for policy corrections

m = Eq(z)


f(z)

p(z)

q(z)

�
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Monte Carlo  
Estimator m =

1

S

X

s

w(s)f(z)
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logm = log
X

s

w(s)f(z)� logS

<latexit sha1_base64="/NT1lEmeC98zcTNSTrqsJMrFUdM=">AAACHnicbVDLSgMxFM34rPVVdekmWIR2YZmRiroQim5cVrQP6NSSSTNtaJIZkoxSh/kSN/6KGxeKCK70b8y0XWjrgcDhnHPJvccLGVXatr+tufmFxaXlzEp2dW19YzO3tV1XQSQxqeGABbLpIUUYFaSmqWakGUqCuMdIwxtcpH7jjkhFA3GjhyFpc9QT1KcYaSN1ckcuC3qQwzM4Iq6KeEfB+9u4oIoJ9AsuR7rv+fFDUoQHEI5T151c3i7ZI8BZ4kxIHkxQ7eQ+3W6AI06Exgwp1XLsULdjJDXFjCRZN1IkRHiAeqRlqECcqHY8Oi+B+0bpQj+Q5gkNR+rviRhxpYbcM8l0WzXtpeJ/XivS/kk7piKMNBF4/JEfMagDmHYFu1QSrNnQEIQlNbtC3EcSYW0azZoSnOmTZ0n9sOSUS6dX5XzlfFJHBuyCPVAADjgGFXAJqqAGMHgEz+AVvFlP1ov1bn2Mo3PWZGYH/IH19QN4GaA4</latexit>
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Markov Chain Monte Carlo
Can we generate samples using a search process and waiting till 
we reach a stationary distribution.

p(xt|x1:t�1) = p(xt|xt�1)

<latexit sha1_base64="1LzdRFvzy1786djtB0OMxOhNdyA=">AAACMnicfVDLSgMxFM3UV62vUZdugkWoC8uMFHyAUHSjuwr2AW0pmTTThmYeJHfEMvab3PglggtdKOLWjzAz7UJb8UDg5NxzufceJxRcgWW9GJm5+YXFpexybmV1bX3D3NyqqSCSlFVpIALZcIhigvusChwEa4SSEc8RrO4MLpJ6/ZZJxQP/BoYha3uk53OXUwJa6phXYaHlEeg7bnw36gC+xz++sX0KB/ZoH5/hf22pqWPmraKVAs8Se0LyaIJKx3xqdQMaecwHKohSTdsKoR0TCZwKNsq1IsVCQgekx5qa+sRjqh2nJ4/wnla62A2kfj7gVP3ZERNPqaHnaGeyqJquJeJftWYE7nE75n4YAfPpeJAbCQwBTvLDXS4ZBTHUhFDJ9a6Y9okkFHTKOR2CPX3yLKkdFu1S8eS6lC+fT+LIoh20iwrIRkeojC5RBVURRQ/oGb2hd+PReDU+jM+xNWNMerbRLxhf35tSqmM=</latexit>

1st-order Markov chain

๏ Irreducible. We can get from any state 
to any other state. We don’t get stuck in 
a (set of) states. 

๏ Aperiodic. We don’t loop between 
states.  

๏ These two conditions mean we have an 
ergodic chain, i.e. it has a stationary 
distribution.

y ⇠ Q(·|x)

<latexit sha1_base64="6zmnF2mSXBnwSZm+DTzRfMnOZOI=">AAACDnicbVDLSsNAFJ3UV62vqEs3g6VQNyWRgrorunHZgn1AE8pkMmmHTh7MTMQQ8wVu/BU3LhRx69qdf+OkjaCtBy4czrmXe+9xIkaFNIwvrbSyura+Ud6sbG3v7O7p+wc9EcYcky4OWcgHDhKE0YB0JZWMDCJOkO8w0nemV7nfvyVc0DC4kUlEbB+NA+pRjKSSRnrN8pGcOF6aZNAS1IeduoXdUMJ7+OPcZScjvWo0jBngMjELUgUF2iP903JDHPskkJghIYamEUk7RVxSzEhWsWJBIoSnaEyGigbIJ8JOZ+9ksKYUF3ohVxVIOFN/T6TIFyLxHdWZnygWvVz8zxvG0ju3UxpEsSQBni/yYgZlCPNsoEs5wZIliiDMqboV4gniCEuVYEWFYC6+vEx6pw2z2bjoNKutyyKOMjgCx6AOTHAGWuAatEEXYPAAnsALeNUetWftTXuft5a0YuYQ/IH28Q2/PJvv</latexit>

Proposal

↵(y|x) := min

⇢
p̃(x)

p̃(y)

Q(x|y)
Q(y|x) , 1

�

<latexit sha1_base64="baIRLZE5dR0jMoNaJ0yWl2zBdwk="></latexit>

MH Criterion

xt+1 = y

<latexit sha1_base64="ang8cXb1h4iJnHzEmLalg3X7W2o=">AAACBnicbVDLSsNAFJ3UV62vqEsRBosgCCWRgroQim5cVrAPaEOYTCft0MkkzEzEELJy46+4caGIW7/BnX/jpI2grQcuHM65l3vv8SJGpbKsL6O0sLi0vFJeraytb2xumds7bRnGApMWDlkouh6ShFFOWooqRrqRICjwGOl446vc79wRIWnIb1USESdAQ059ipHSkmvu9wOkRp6f3mduqo7tDF7AHynJXLNq1awJ4DyxC1IFBZqu+dkfhDgOCFeYISl7thUpJ0VCUcxIVunHkkQIj9GQ9DTlKCDSSSdvZPBQKwPoh0IXV3Ci/p5IUSBlEni6M79Qznq5+J/Xi5V/5qSUR7EiHE8X+TGDKoR5JnBABcGKJZogLKi+FeIREggrnVxFh2DPvjxP2ic1u147v6lXG5dFHGWwBw7AEbDBKWiAa9AELYDBA3gCL+DVeDSejTfjfdpaMoqZXfAHxsc3NNeY+g==</latexit>

xt+1 = xt

<latexit sha1_base64="neA4HzeqwZyO6wMalQ1fcMDER0Y=">AAACCHicbVDLSsNAFJ3UV62vqEsXDhZBEEoiBXUhFN24rGAf0IYwmU7aoZMHMzdiCVm68VfcuFDErZ/gzr9x0hbR1gMXDufcy733eLHgCizryygsLC4trxRXS2vrG5tb5vZOU0WJpKxBIxHJtkcUEzxkDeAgWDuWjASeYC1veJX7rTsmFY/CWxjFzAlIP+Q+pwS05Jr73YDAwPPT+8xN4djO8AX+kVzIXLNsVawx8Dyxp6SMpqi75me3F9EkYCFQQZTq2FYMTkokcCpYVuomisWEDkmfdTQNScCUk44fyfChVnrYj6SuEPBY/T2RkkCpUeDpzvxGNevl4n9eJwH/zEl5GCfAQjpZ5CcCQ4TzVHCPS0ZBjDQhVHJ9K6YDIgkFnV1Jh2DPvjxPmicVu1o5v6mWa5fTOIpoDx2gI2SjU1RD16iOGoiiB/SEXtCr8Wg8G2/G+6S1YExndtEfGB/f1B2Z4A==</latexit>

Accept/Reject

p(x) =
p̃(x)

Zp

<latexit sha1_base64="+oslaZ+RAwvCUrvyVsI79fyQBnU=">AAACGXicbVDLSsNAFJ34rPUVdelmsAh1UxIpqAuh6MZlBfvAJoTJdNIOnUzCzEQsIb/hxl9x40IRl7ryb5y0WdjWAxcO59zLvff4MaNSWdaPsbS8srq2Xtoob25t7+yae/ttGSUCkxaOWCS6PpKEUU5aiipGurEgKPQZ6fij69zvPBAhacTv1DgmbogGnAYUI6Ulz7TiqhMiNfSD9DE7gZfQCQTCqaMo6xM4Y2bpvRdnnlmxatYEcJHYBamAAk3P/HL6EU5CwhVmSMqebcXKTZFQFDOSlZ1EkhjhERqQnqYchUS66eSzDB5rpQ+DSOjiCk7UvxMpCqUch77uzA+V814u/uf1EhWcuynlcaIIx9NFQcKgimAeE+xTQbBiY00QFlTfCvEQ6WiUDrOsQ7DnX14k7dOaXa9d3NYrjasijhI4BEegCmxwBhrgBjRBC2DwBF7AG3g3no1X48P4nLYuGcXMAZiB8f0LjLagsQ==</latexit>

Target

Reversibility Q(x|y)⇡(y) = Q(y|x)⇡(x)

<latexit sha1_base64="W4v/OivKLMNLUObPK9RxvG4NuNE=">AAACPXicbVDLSsNAFJ34rPUVdelmsAh1UxIpqAuh6MZlC31BE8pkOmmHTh7MTKQh9sfc+A/u3LlxoYhbt07aiH14YODcc89l7j1OyKiQhvGirayurW9s5rby2zu7e/v6wWFTBBHHpIEDFvC2gwRh1CcNSSUj7ZAT5DmMtJzhbdpv3RMuaODXZRwS20N9n7oUI6mkrl6vFS0PyYHjJqPxA/zl8fjMCmlxpoTXsDZTwz/vaN6ryq5eMErGBHCZmBkpgAzVrv5s9QIcecSXmCEhOqYRSjtBXFLMyDhvRYKECA9Rn3QU9ZFHhJ1Mrh/DU6X0oBtw9XwJJ+rsRII8IWLPUc50RbHYS8X/ep1Iupd2Qv0wksTH04/ciEEZwDRK2KOcYMliRRDmVO0K8QBxhKUKPK9CMBdPXibN85JZLl3VyoXKTRZHDhyDE1AEJrgAFXAHqqABMHgEr+AdfGhP2pv2qX1NrStaNnME5qB9/wDPrq+b</latexit>

Metropolis Hastings Algorithm
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Other MCMC Methods

https://chi-feng.github.io/mcmc-demo/app.html?algorithm=HamiltonianMC&target=banana

๏Rejection sampling  
๏Metropolis-Hastings 
๏Gibbs sampling 
๏Slice sampling 
๏Metropolis within Gibbs 
๏Hamiltonian MC 
๏Sequential MC 
๏Reversible Jump MC 
๏Non-Markovian Methods (Stein, nested methods)

Limitations and Considerations 

๏MCMC methods can be computationally intensive and 
slow because of the need to simulate. 

๏Can be difficult to evaluate when you have a good set 
of samples and to know when your chain has reached 
the stationary distribution (has mixed). 

๏They Markov property doesn’t make use of where in the 
state space past samples have been taken, so they 
don’t make efficient use of the information they have. 

๏Take a frequentist approach of large-sample behaviour 
to address the needs of Bayesian averaging.

https://chi-feng.github.io/mcmc-demo/app.html?algorithm=HamiltonianMC&target=banana
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Beyond Monte Carlo

๏ Instead of using random draws in the 
evaluation of an MC estimator, can we 
instead use a more structured set of samples 
to allow faster convergence. 

๏These are low-discrepancy sequences and 
known as quasiMC methods.

Quasi-MC methods Bayesian MC

๏ Integrals are unknown quantities, so can put 
prior over this unknown value. 

๏Compute the posterior distribution over the 
unknown integral. 
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Large-sample 
Approximations

DeterministicStochastic

MC/MC

HMC

SVI
VI

EP

Chib

A/IS

BIC
AIC

Laplace

INLA

ADF
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Variational Methods

Deterministic approximation procedures with 
bounds on probabilities of interest. 

Fit the variational parameters.

q�(z)

KL[q(z|y)kp(z|y)] Approximation class

True posterior
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Latent Variable Models

Prescribed models 

Use observer likelihoods and 
assume observation noise.

z

f(z)

x

z

x

f(z)

Implicit models 

Likelihood-free or 
simulation-based models.

Latent variable modelsz

x

f(z) Introduce an unobserved  
local random variables that  

represents hidden causes.
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Real Posteriors
Require flexible approximations for the types of posteriors we are likely to see.
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Importance Sampling

Conditions 
• q(z|x)>0, when f(z)p(z) ≠ 0. 
• Easy to sample from q(z).

532 11. SAMPLING METHODS

Figure 11.8 Importance sampling addresses the prob-
lem of evaluating the expectation of a func-
tion f(z) with respect to a distribution p(z)
from which it is difficult to draw samples di-
rectly. Instead, samples {z(l)} are drawn
from a simpler distribution q(z), and the
corresponding terms in the summation are
weighted by the ratios p(z(l))/q(z(l)).

p(z) f(z)

z

q(z)

Furthermore, the exponential decrease of acceptance rate with dimensionality is a
generic feature of rejection sampling. Although rejection can be a useful technique
in one or two dimensions it is unsuited to problems of high dimensionality. It can,
however, play a role as a subroutine in more sophisticated algorithms for sampling
in high dimensional spaces.

11.1.4 Importance sampling
One of the principal reasons for wishing to sample from complicated probability

distributions is to be able to evaluate expectations of the form (11.1). The technique
of importance sampling provides a framework for approximating expectations di-
rectly but does not itself provide a mechanism for drawing samples from distribution
p(z).

The finite sum approximation to the expectation, given by (11.2), depends on
being able to draw samples from the distribution p(z). Suppose, however, that it is
impractical to sample directly from p(z) but that we can evaluate p(z) easily for any
given value of z. One simplistic strategy for evaluating expectations would be to
discretize z-space into a uniform grid and to evaluate the integrand as a sum of the
form

E[f ] !
L∑

l=1

p(z(l))f(z(l)). (11.18)

An obvious problem with this approach is that the number of terms in the summation
grows exponentially with the dimensionality of z. Furthermore, as we have already
noted, the kinds of probability distributions of interest will often have much of their
mass confined to relatively small regions of z space and so uniform sampling will be
very inefficient because in high-dimensional problems, only a very small proportion
of the samples will make a significant contribution to the sum. We would really like
to choose the sample points to fall in regions where p(z) is large, or ideally where
the product p(z)f(z) is large.

As in the case of rejection sampling, importance sampling is based on the use
of a proposal distribution q(z) from which it is easy to draw samples, as illustrated
in Figure 11.8. We can then express the expectation in the form of a finite sum over

Integral problem

w(s) =
p(z)

q(z)
z(s) ⇠ q(z)

p(x) =

Z
p(x|z)p(z)dz

Proposal p(x) =

Z
p(x|z)p(z)q(z)

q(z)
dz

Importance Weight p(x) =

Z
p(x|z)p(z)

q(z)
q(z)dz

Monte Carlo p(x) =
1

S

X

s

w(s)p(x|z(s))

Notation 
Always think of q(z|x) but often 
will write q(z) for simplicity.

log p(x) = log
X

s

w(s)p(x|z(s))� logS

<latexit sha1_base64="StA0+XzYu0GZL6+cPKWm9A9W+zI="></latexit>
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Bounds in Expectation

log p(x) � Eq(z)

"
log

X

s

w(s)p(x|z(s))
#
� logS

<latexit sha1_base64="gdY13rti6WllryFDqk9OrBM8iLs="></latexit>

log

Z
p(x)g(x)dx �

Z
p(x) log g(x)dxJensen’s Inequality

IS Expectation



84Shakir Mohamed |

IS to Variational Inference
Integral problem p(x) =

Z
p(x|z)p(z)dz

Proposal p(x) =

Z
p(x|z)p(z)q(z)

q(z)
dz

Importance Weight p(x) =

Z
p(x|z)p(z)

q(z)
q(z)dz

Jensen’s inequality
log

Z
p(x)g(x)dx �

Z
p(x) log g(x)dx

log p(x) �
Z

q(z) log

✓
p(x|z)p(z)

q(z)

◆
dz

Variational lower bound Eq(z)[log p(x|z)]�KL[q(z)kp(z)]

=

Z
q(z) log p(x|z)�

Z
q(z) log

q(z)

p(z)
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PenaltyReconstructionApprox. Posterior

F(x, q) = Eq(z)[log p(x|z)]�KL[q(z)kp(z)]

Variational Bound

Some comments on q: 

• Integration is now optimisation: optimise for q(z) directly.  

• I write q(z) to simplify the notation, but it depends on the data,  q(z|x). 

• Easy convergence assessment since we wait until the free energy (loss) reaches 
convergence. 

• Variational parameters: parameters of q(z) 

• E.g., if a Gaussian, variational parameters are mean and variance. 
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Latent Gaussian Models

F(y, q) = Eq(z)[log p(y|z)]�
X

i

KL[q(zi)kp(zi)]

F(y, q) = Eq(z)[log p(y|z)]�
X

i

KL[N (zi|µi,�
2
i )kN (zi|0, 1)]

F(y, q) = Eq(z)[log p(y|f✓(z))]�
1

2

X

i

(�2
i + µ2

i � 1� ln�2
i )

z ⇠ N (z|0, 1) y ⇠ p(y|f✓(z))Probabilistic Model

q(z) =
Y

i

N (zi|µi,�
2
i )Mean-field approx

F(y, q) = Eq(z)[log p(y|z)]�KL[q(z)kp(z)]Variational bound

z

x

f(z)
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Variational Optimisation

๏ Variational EM 
๏ Stochastic Variational Inference 
๏ Doubly Stochastic Variational Inference 
๏ Amortised Inference

472 10. APPROXIMATE INFERENCE

µ

τ

(a)

−1 0 1
0

1

2

µ

τ

(b)

−1 0 1
0

1

2

µ

τ

(c)

−1 0 1
0

1

2

µ

τ

(d)

−1 0 1
0

1

2

Figure 10.4 Illustration of variational inference for the mean µ and precision τ of a univariate Gaussian distribu-
tion. Contours of the true posterior distribution p(µ, τ |D) are shown in green. (a) Contours of the initial factorized
approximation qµ(µ)qτ (τ) are shown in blue. (b) After re-estimating the factor qµ(µ). (c) After re-estimating the
factor qτ (τ). (d) Contours of the optimal factorized approximation, to which the iterative scheme converges, are
shown in red.

In general, we will need to use an iterative approach such as this in order to
solve for the optimal factorized posterior distribution. For the very simple example
we are considering here, however, we can find an explicit solution by solving the
simultaneous equations for the optimal factors qµ(µ) and qτ (τ). Before doing this,
we can simplify these expressions by considering broad, noninformative priors in
which µ0 = a0 = b0 = λ0 = 0. Although these parameter settings correspond to
improper priors, we see that the posterior distribution is still well defined. Using the
standard result E[τ ] = aN/bN for the mean of a gamma distribution, together withAppendix B
(10.29) and (10.30), we have

1
E[τ ]

= E

[
1
N

N∑

n=1

(xn − µ)2
]

= x2 − 2xE[µ] + E[µ2]. (10.31)

Then, using (10.26) and (10.27), we obtain the first and second order moments of

PenaltyReconstructionApprox. Posterior

F(x, q) = Eq(z)[log p(x|z)]�KL[q(z)kp(z)]
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Classical Inference Approach

E M

Compute Expectations then M-step gradients
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Variational EM
F(x, q) = Eq(z)[log p(x|z)]�KL[q(z)kp(z)]

Repeat:

E-step Var. params� / r�F(x, q)

M-step Model params✓ / r✓F(x, q)
Initialisation

…

log p(x)

KL[q||p⇤]

F(x, q)

Convergence

…

t = 1

E M
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z2

z3z1

z2

z3z1

True Posterior Fully-factorisedFamilies of Posterior Approximations

q⇤(z|x) / p(x|z)p(z) qMF (z|x) =
Y

k

q(zk)

Most Expressive Least Expressive

z

x ⍵
p(x|z)

p(z)

r(!|x, z)

+

y

z3z1 z2

MixturesAuxiliary variables

z0

x

z1

…

zK

Normalising 
flows

z2 z3z1 z4 …

Structured mean-field Covariance models
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Stochastic Inference Approach

Gradient is of the parameters of the distribution w.r.t. which the expectation is taken.

In general, we won’t know the expectations.
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Stochastic Gradients

= Eq(z)[f✓(z)r� log q�(z))]

Doubly stochastic estimators

= Ep(✏)[r�f✓(g(✏,�))]
z ⇠ q�(z)
z = g(✏,�) ✏ ⇠ p(✏)

μ

R

r✓

x = µ+Rz

z ⇠ p(z)

Pathwise Estimator 
When easy to use transformation is 

available and differentiable function f.

Score-function estimator
When function f non-differentiable 

and q(z) is easy to sample from.

r�Eq�(z)[f✓(z)] = r
Z

q�(z)f✓(z)dz
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Log-derivative Trick

r� log q�(z) =
r�q�(z)

q�(z)

Score function is the derivative of a log-likelihood function.

Several useful properties

Eq(z) [r� log q�(z)] = 0Expected score

Fisher Information

↞Show this
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Score Function Gradient

Other names 
•Likelihood ratio method 
•REINFORCE and policy gradients 
•Automated & Black-box inference

When to use 
•Function is not differentiable, not analytical. 
•Distribution q is easy to sample from. 
•Density q is known and differentiable.

=

Z
q�(z)

q�(z)
r�q�(z)f(z)dz Identity

=

Z
q�(z)r� log q�(z)f(z)dz Log-deriv

r�Eq�(z)[f✓(z)] = r
Z

q�(z)f✓(z)dz Leibnitz integral rule

= Eq�(z) [f(z)r� log q�(z)] Gradient

= Eq�(z) [(f(z)� c)r� log q�(z)]r�Eq�(z)[f✓(z)] = r
Z

q�(z)f✓(z)dz
Control 
Variate
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Amortised Inference
Repeat:

Instead of solving for 
every observation, 

amortise using a model.

๏ Inference network: q is an encoder, an inverse model, recognition model. 
๏Parameters of q are now a set of global parameters used for inference of all data 

points - test and train. 
๏Amortise (spread) the cost of inference over all data. 
๏Joint optimisation of variational and model parameters.

Inference networks provide an efficient mechanism for  
posterior inference with memory

M-step

For i = 1, … N

E-step (compute q)

�n / r�Eq�(z)[log p✓(xn|zn)]�r�KL[q(zn)kp(z)]

✓ / 1

N

X

n

Eq�(z)[r✓ log p✓(xn|zn)]

Data x

Inference 
Network

q(z |x)

z ~ q(z | x)



96Shakir Mohamed |

Variational Autoencoder

Stochastic encoder-decoder system to 
implement variational inference.

Specific combination of variational inference in latent variable 
models using inference networks 

Variational Auto-encoder 

But don’t forget what your model is, and what inference you use.

Data x

Inference 
Network

q(z |x)

z ~ q(z | x)

Model
p(x |z)

x ~ p(x | z)

z

PenaltyReconstructionApprox. Posterior

F(x, q) = Eq(z)[log p(x|z)]�KL[q(z)kp(z)]
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Variational Methods

q�(z)

KL[q(z|y)kp(z|y)] Approximation class

True posterior

Variational Free Energy

F(x, q) = Eq(z)[log p(x|z)]�KL[q(z)kp(z)]

Multi-sample Variational Objective

F(x, q) = Eq(z)

"
log

1

S

X

s

p(z)

q(z)
p(x|z)

#

Renyi Variational Objective

F(x, q) =
1

1� ↵
Eq(z)

2

4
 
log

1

S

X

s

p(z)

q(z)
p(x|z)

!1�↵
3

5

Data x

Inference 
Network

q(z |x)

z ~ q(z | x)

Model
p(x |z)

x ~ p(x | z)

z

Limitations and Considerations 
๏ ‘Biased’ - you can never have the true 

posterior, only an approximation. 

๏ It is hard to design rich families of 
approximate posteriors, although we have 
other methods like Normalising Flows, 
Mixtures, Auxiliary Variable methods. 

๏ Optimisation can be challenging because of 
high-dimensionality (if being fully Bayesian). 

๏ Tied to methods with known likelihood 
functions. 

๏ Evaluation (especially in unsupervised cases 
is hard).
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Bayesian Approximation

๏Much of Bayesian analysis is dedicated to 
the computation of integrals. 

๏This is because we are interested in 
averaging over multiple possible scenarios; 
reasoning with uncertainty. 

๏Many other approaches that have tradeoffs 
in approximation, computational efficiency, 
bias, etc.

Large-sample 
Approximations

DeterministicStochastic

MC/MC

HMC

SVI
VI

EP

Chib

A/IS

BIC
AIC

Laplace

INLA

ADF
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Colonialism
We are shaped by a colonial past: what/how science is 
done, in the language we speak in, in what we consider valid 
knowledge, and how we treat and relate to each other. 

Statistics has been seen as a ‘moral science’.  

๏ Estimating the number of tanks in a war using Poisson 
conjugate models. 

๏ Explain ‘intelligence’ using Factor analysis. 

๏ Medical statistics and genetics were turned to create 
racialised differences between people. 

Consider the contextual and historical basis that is 
shaping our work. Leads to harms, and obscured views of 
what and who is successful. 

Be more critical and skeptical.
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Decolonise 
Be critical

Large-sample 
Approximations

DeterministicStochastic

MC/MC

HMC

SVI
VI

EP

Chib

A/IS

BIC
AIC

Laplace

INLA

ADF

q�(z)

KL[q(z|y)kp(z|y)] Approximation class

True posterior

Data x

Inference 
Network

q(z |x)

z ~ q(z | x)

Model
p(x |z)

x ~ p(x | z)

z

z

x

f(z)

Statistical Inference

Direct Indirect

z

f(z)

x
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Outcomes

Inference and Decision-making1

Optimisation and Reinforcement2

Nonparametrics and Numerics3
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Inference and Decision-making

1. Flexible ways of building rich probabilistic models 

2. Ability to learn and make consistent inferences and 
maintain beliefs 

3. Reason about potential outcomes and take actions.

Have many of the tools needed to build 
plausible reasoning systems:

What we can  
know about our data

Inference

What we can  
do with our data.

Decision-making
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Bayesian Reinforcement Learning

Environment 
or Model
p(R(s,a))

Action Prior
p(a)

Environment as a generative process: 
An unknown likelihood; 
Not known analytically; 
Only able to observe its outcomes.

All the key inferential questions can now be asked in this simple framework.

Prior over actions

Interaction only

Long-term reward

External Environment

Internal Environment

Planner

Option KB Critic State Repr.

State
EmbeddingOption

Observation/ 
SensationAction

Agent

Environment
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Planning-as-Inference
What is the posterior distribution over actions? 

Maximising the probability of the return log p(R).

Simplest question 

Recover policy search methods: 
Uniform prior over distributions 
Continuous policy parameters 
Can evaluate environment, but not differentiate.

Environment 
or Model
p(R(s,a))

Action Prior
p(a)

Variational inference in the hierarchical model
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Policy Search

๏Appearance of the entropy penalty is natural and alternative 
priors easy to consider and introduces aspect of exploration in a 
natural way. 

๏Can easily incorporate prior knowledge of the action space. 

๏Use any of the tools of probabilistic inference available. 

๏Easily handle stochastic and deterministic policies.

Environment 
or Model
p(R(s,a))

Action Prior
p(a)

Free Energy

Policy gradient using score-function gradient 
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Hierarchical Planning

F⇡(✓) = Eq(a,z|x)[R(a|x)]� ↵KL[q✓(z|x)kp(z|x)] + ↵H[⇡✓(a|z)]
Variational MDP

Prior
p(z|x)

log p(z|x)

Action Prior
p(a1..T|z)

log p(a1..T|z)

Environment 
or Model
p(R |a, x)

log p(R|a, x)

Action 
Inference
q(a1..T|z)

z -Inference
q(z |x)

Data x



111Shakir Mohamed |

Bayesian RL and Control

External Environment

Internal Environment

Planner

Option KB
Critic

State Repr.

StateEmbedding

Option

Observation/ Sensation

Action

Agent

Environment

Environment 
or Model
p(R(s,a))

Action Prior
p(a)

With a more realistic expansion as 
graphical model 

๏Derive Bellman’s equation as a different 
writing of message passing. 

๏Application of the EM algorithm for 
policy search becomes possible. 

๏ Easily consider other variational 
methods, like EP. 

๏Both model-free and model-based 
methods emerge.
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Bayesian Deep Learning
y

Prior

Observation model

Combination of Bayesian methods and Deep Learning 

๏ Pragmatic Bayesian approach: Infer posteriors only for a subset of 
parameters. E.g., introduce rank-1 components into the session 

๏Bayesian methods for very deep networks. Difficult.  

๏ Lots of work in variational inference, MC dropout, variational dropout. 

๏ Sampling from multimodal posteriors.  

๏Analysis of infinite width models using Neural Tangent Kernels. 

๏New MCMC methods, e.g., cyclical stochastic gradient MCMC
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Bayesian Optimisation
Global optimisation of a function  that is  unknown, but that we can evaluate.f(x)

Bayesian approach is two fold:  

๏ Place a prior over the unknown function and use evidence to 
learn the function by building a posterior. 

๏ Use uncertainty from the posterior to decide where to next 
evaluate the function. Tradeoff exploration and exploitation. 

๏ Recursive updating and optimise the acquisition function.

f ⇠ GP(0,K)

<latexit sha1_base64="vF5aZt8vpDnpOnDGVJAGjAgzwP4=">AAACC3icbVDLSgMxFM34rPU16tJNaBEqSJmRgrorulBwU8E+oDOUTJppQ5PMkGSEMnTvxl9x40IRt/6AO//GTDsLbT0QODnnXu69J4gZVdpxvq2l5ZXVtfXCRnFza3tn197bb6kokZg0ccQi2QmQIowK0tRUM9KJJUE8YKQdjK4yv/1ApKKRuNfjmPgcDQQNKUbaSD27FEJPUQ49jvQQI5ZeNyYV52T2D8L0dnLcs8tO1ZkCLhI3J2WQo9Gzv7x+hBNOhMYMKdV1nVj7KZKaYkYmRS9RJEZ4hAaka6hAnCg/nd4ygUdG6cMwkuYJDafq744UcaXGPDCV2Ypq3svE/7xuosNzP6UiTjQReDYoTBjUEcyCgX0qCdZsbAjCkppdIR4iibA28RVNCO78yYukdVp1a9WLu1q5fpnHUQCHoAQqwAVnoA5uQAM0AQaP4Bm8gjfryXqx3q2PWemSlfccgD+wPn8ATtOZ+Q==</latexit>

Prior

p(f |D) = GP(µf |D,Kf |D)

<latexit sha1_base64="xqZCVF3QKUrBeJU6WDK8v/HmNPI="></latexit>

Posterior

Acquisition fn. ↵(x;�) = µ(x) + �
p

Kxx

<latexit sha1_base64="0hBMFFv2+DoiU9wSt9N/ugmBA2Q=">AAACGHicbVDJSgNBEO1xjXGLevTSGISIEGckoCJC0IvgJYJRITOEmk7HNOlZ7K6RCUM+w4u/4sWDIl5z82/sLAe3BwWP96qoqufHUmi07U9ranpmdm4+t5BfXFpeWS2srV/rKFGM11kkI3Xrg+ZShLyOAiW/jRWHwJf8xu+eDf2bB660iMIr7MXcC+AuFG3BAI3ULOy5IOMOlNJj6vocYYeeUDdISukO3R0r1NX3CrOLZpam/X6zULTL9gj0L3EmpEgmqDULA7cVsSTgITIJWjccO0YvA4WCSd7Pu4nmMbAu3PGGoSEEXHvZ6LE+3TZKi7YjZSpEOlK/T2QQaN0LfNMZAHb0b28o/uc1EmwfepkI4wR5yMaL2omkGNFhSrQlFGcoe4YAU8LcSlkHFDA0WeZNCM7vl/+S6/2yUykfXVaK1dNJHDmySbZIiTjkgFTJOamROmHkkTyTV/JmPVkv1rv1MW6dsiYzG+QHrMEXSzSewg==</latexit>
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Probabilistic Dualities
Basis Function Regression

Move from primal variables to dual variables

Kernel trick and methods

Probability distributions over functions

Gaussian processes

Gaussian processes are priors over functions.  

๏They adapt to the number of data points, allow easy 
evaluation of posterior uncertainty,  

๏Have neat (but computationally challenging) updates. 
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Bayesian Nonparametrics

Bayesian non-parametric models have a complexity that grows with the data 
 they provide flexible models, robust to overfitting.

Fixed-dimension models Adaptive-dimension models
Basis function regression Gaussian process regression

Finite number of parameters Apriori infinite number of parameters

p(x1, …, xN) = ∫
N

∏
n=1

p(xn |θ)p(θ)dθ

There is a parameter θ

There is a distribution P on , if 
there’s a density then  a prior 

θ
p(θ)

The data  is then 
conditionally independent

x1, …xn There is a likelihood 
p(x |θ)

De Finetti’s theorem gives us some properties of these new 
types of priors and models.
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Mixture Models

Random Measure View

Standard Generative View

What happens when K → ∞

y ⇠ p(y|✓n)

<latexit sha1_base64="elL72ROQ7yrGfqOmzfdCW7aGuPM=">AAACDHicbVDLSsNAFJ3UV62vqks3g0Wom5JIQd0V3bisYB/QhDKZTtuhk0mYuRFC7Ae48VfcuFDErR/gzr9x0mahrReGOZxzLvfe40eCa7Dtb6uwsrq2vlHcLG1t7+zulfcP2jqMFWUtGopQdX2imeCStYCDYN1IMRL4gnX8yXWmd+6Z0jyUd5BEzAvISPIhpwQM1S9XEuxqHuComuAH7PqhGOgkMF/qwpgBmfblqXHZNXtWeBk4OaigvJr98pc7CGkcMAlUEK17jh2BlxIFnAo2LbmxZhGhEzJiPQMlCZj20tkxU3ximAEehso8CXjG/u5ISaCzFY0zIDDWi1pG/qf1YhheeCmXUQxM0vmgYSwwhDhLBg+4YhREYgChiptdMR0TRSiY/EomBGfx5GXQPqs59drlbb3SuMrjKKIjdIyqyEHnqIFuUBO1EEWP6Bm9ojfryXqx3q2PubVg5T2H6E9Znz9SZJsz</latexit>

Generate data

�k ⇠ G0 k = 1, . . . ,K

<latexit sha1_base64="LJs/uRZkwtYMRwwV5y1uLFAPjPw="></latexit>

Cluster parameters

⇡ ⇠ D(↵/K)

<latexit sha1_base64="fe4tsDSIPuy+fNBkim4BqasLwEI=">AAACIXicbVDLSgMxFM3UV62vqks3wSLUTZ2RgnVX1IXgpoJ9QGcodzJpG5p5kGSEMsyvuPFX3LhQpDvxZ8y0XdjWAyGHc8/l3nvciDOpTPPbyK2tb2xu5bcLO7t7+wfFw6OWDGNBaJOEPBQdFyTlLKBNxRSnnUhQ8F1O2+7oNqu3n6mQLAye1Diijg+DgPUZAaWlXrFmuyH35NjXX2JHLMW2ZD62fVBDAjy5S8sLDuDRENKLh/NesWRWzCnwKrHmpITmaPSKE9sLSezTQBEOUnYtM1JOAkIxwmlasGNJIyAjGNCupgH4VDrJ9MIUn2nFw/1Q6BcoPFX/diTgy2xF7cw2l8u1TPyv1o1Vv+YkLIhiRQMyG9SPOVYhzuLCHhOUKD7WBIhgeldMhiCAKB1qQYdgLZ+8SlqXFatauX6sluo38zjy6ASdojKy0BWqo3vUQE1E0At6Qx/o03g13o0vYzKz5ox5zzFagPHzCx0upLY=</latexit>

Categories π
zn ⇠ Cat(⇡)

<latexit sha1_base64="vK8HPW93+v1IP1or/FkBwHD3yvg=">AAACB3icbVDLSsNAFJ3UV62vqEtBBotQNyWRgrorduOygn1AE8JkMmmHTiZhZiLU0J0bf8WNC0Xc+gvu/BsnbRbaemCYwzn3cu89fsKoVJb1bZRWVtfWN8qbla3tnd09c/+gK+NUYNLBMYtF30eSMMpJR1HFSD8RBEU+Iz1/3Mr93j0Rksb8Tk0S4kZoyGlIMVJa8szjB49DR9IItpCqOX7MAjmJ9Jc5CZ2eeWbVqlszwGViF6QKCrQ988sJYpxGhCvMkJQD20qUmyGhKGZkWnFSSRKEx2hIBppyFBHpZrM7pvBUKwEMY6EfV3Cm/u7IUCTz7XRlhNRILnq5+J83SFV46WaUJ6kiHM8HhSmDKoZ5KDCggmDFJpogLKjeFeIREggrHV1Fh2AvnrxMuud1u1G/um1Um9dFHGVwBE5ADdjgAjTBDWiDDsDgETyDV/BmPBkvxrvxMS8tGUXPIfgD4/MHrLCZOA==</latexit>

Choose index

✓n = �zn

<latexit sha1_base64="WILwP0Ngge3ghQtWXnbwfcH3BDw=">AAAB/nicbVBNS8NAEN34WetXVDx5WSyCp5JIQT0IRS8eK9gPaELYbDft0s0m7E6EGgr+FS8eFPHq7/Dmv3Hb5qCtDwYe780wMy9MBdfgON/W0vLK6tp6aaO8ubW9s2vv7bd0kinKmjQRieqERDPBJWsCB8E6qWIkDgVrh8Obid9+YErzRN7DKGV+TPqSR5wSMFJgH3owYEACia+wlw54kD8GchzYFafqTIEXiVuQCirQCOwvr5fQLGYSqCBad10nBT8nCjgVbFz2Ms1SQoekz7qGShIz7efT88f4xCg9HCXKlAQ8VX9P5CTWehSHpjMmMNDz3kT8z+tmEF34OZdpBkzS2aIoExgSPMkC97hiFMTIEEIVN7diOiCKUDCJlU0I7vzLi6R1VnVr1cu7WqV+XcRRQkfoGJ0iF52jOrpFDdREFOXoGb2iN+vJerHerY9Z65JVzBygP7A+fwDwg5WA</latexit>

Distribution at index

y ⇠ p(y|✓n)

<latexit sha1_base64="elL72ROQ7yrGfqOmzfdCW7aGuPM=">AAACDHicbVDLSsNAFJ3UV62vqks3g0Wom5JIQd0V3bisYB/QhDKZTtuhk0mYuRFC7Ae48VfcuFDErR/gzr9x0mahrReGOZxzLvfe40eCa7Dtb6uwsrq2vlHcLG1t7+zulfcP2jqMFWUtGopQdX2imeCStYCDYN1IMRL4gnX8yXWmd+6Z0jyUd5BEzAvISPIhpwQM1S9XEuxqHuComuAH7PqhGOgkMF/qwpgBmfblqXHZNXtWeBk4OaigvJr98pc7CGkcMAlUEK17jh2BlxIFnAo2LbmxZhGhEzJiPQMlCZj20tkxU3ximAEehso8CXjG/u5ISaCzFY0zIDDWi1pG/qf1YhheeCmXUQxM0vmgYSwwhDhLBg+4YhREYgChiptdMR0TRSiY/EomBGfx5GXQPqs59drlbb3SuMrjKKIjdIyqyEHnqIFuUBO1EEWP6Bm9ojfryXqx3q2PubVg5T2H6E9Znz9SZJsz</latexit>

Generate data

�k ⇠ G0 k = 1, . . . ,K

<latexit sha1_base64="LJs/uRZkwtYMRwwV5y1uLFAPjPw="></latexit>

Cluster parameters

G =
KX

k=1

⇡k��k

<latexit sha1_base64="JObEcW3pTMVv9ZzAq3cMlzY2N48=">AAACD3icbVDLSsNAFJ34rPUVdelmsCiuSiIFdVEoulBwU8E+oIlhMpm2Q2aSMDMRSsgfuPFX3LhQxK1bd/6N0zYLbT1w4cw59zL3Hj9hVCrL+jYWFpeWV1ZLa+X1jc2tbXNnty3jVGDSwjGLRddHkjAakZaiipFuIgjiPiMdP7wc+50HIiSNozs1SojL0SCifYqR0pJnHl3BOnRkyr0srNv5/Q10EuqF0AkIU8jLnGSon7lnVqyqNQGcJ3ZBKqBA0zO/nCDGKSeRwgxJ2bOtRLkZEopiRvKyk0qSIByiAelpGiFOpJtN7snhoVYC2I+FrkjBifp7IkNcyhH3dSdHaihnvbH4n9dLVf/MzWiUpIpEePpRP2VQxXAcDgyoIFixkSYIC6p3hXiIBMJKR1jWIdizJ8+T9knVrlXPb2uVxkURRwnsgwNwDGxwChrgGjRBC2DwCJ7BK3gznowX4934mLYuGMXMHvgD4/MHttWb5A==</latexit>

Discrete mixture

✓n ⇠ G

<latexit sha1_base64="zmVXJUYHnad8oirrqT9RmvIu5tU=">AAAB+HicbVBNS8NAEN3Ur1o/GvXoZbEInkoiBfVW9KDHCvYDmhA22027dLMJuxOhhv4SLx4U8epP8ea/cdvmoK0PBh7vzTAzL0wF1+A431ZpbX1jc6u8XdnZ3duv2geHHZ1kirI2TUSieiHRTHDJ2sBBsF6qGIlDwbrh+Gbmdx+Z0jyRDzBJmR+ToeQRpwSMFNhVD0YMSCCxp3mMbwO75tSdOfAqcQtSQwVagf3lDRKaxUwCFUTrvuuk4OdEAaeCTStepllK6JgMWd9QSWKm/Xx++BSfGmWAo0SZkoDn6u+JnMRaT+LQdMYERnrZm4n/ef0Moks/5zLNgEm6WBRlAkOCZyngAVeMgpgYQqji5lZMR0QRCiarignBXX55lXTO626jfnXfqDWvizjK6BidoDPkogvURHeohdqIogw9o1f0Zj1ZL9a79bFoLVnFzBH6A+vzBxCIkrg=</latexit>

Sample from mixture

Categories π ⇡ ⇠ D(↵/K)

<latexit sha1_base64="fe4tsDSIPuy+fNBkim4BqasLwEI=">AAACIXicbVDLSgMxFM3UV62vqks3wSLUTZ2RgnVX1IXgpoJ9QGcodzJpG5p5kGSEMsyvuPFX3LhQpDvxZ8y0XdjWAyGHc8/l3nvciDOpTPPbyK2tb2xu5bcLO7t7+wfFw6OWDGNBaJOEPBQdFyTlLKBNxRSnnUhQ8F1O2+7oNqu3n6mQLAye1Diijg+DgPUZAaWlXrFmuyH35NjXX2JHLMW2ZD62fVBDAjy5S8sLDuDRENKLh/NesWRWzCnwKrHmpITmaPSKE9sLSezTQBEOUnYtM1JOAkIxwmlasGNJIyAjGNCupgH4VDrJ9MIUn2nFw/1Q6BcoPFX/diTgy2xF7cw2l8u1TPyv1o1Vv+YkLIhiRQMyG9SPOVYhzuLCHhOUKD7WBIhgeldMhiCAKB1qQYdgLZ+8SlqXFatauX6sluo38zjy6ASdojKy0BWqo3vUQE1E0At6Qx/o03g13o0vYzKz5ox5zzFagPHzCx0upLY=</latexit>
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Dirichlet Process Mixture

⇡ ⇠ D(↵/K)

<latexit sha1_base64="fe4tsDSIPuy+fNBkim4BqasLwEI=">AAACIXicbVDLSgMxFM3UV62vqks3wSLUTZ2RgnVX1IXgpoJ9QGcodzJpG5p5kGSEMsyvuPFX3LhQpDvxZ8y0XdjWAyGHc8/l3nvciDOpTPPbyK2tb2xu5bcLO7t7+wfFw6OWDGNBaJOEPBQdFyTlLKBNxRSnnUhQ8F1O2+7oNqu3n6mQLAye1Diijg+DgPUZAaWlXrFmuyH35NjXX2JHLMW2ZD62fVBDAjy5S8sLDuDRENKLh/NesWRWzCnwKrHmpITmaPSKE9sLSezTQBEOUnYtM1JOAkIxwmlasGNJIyAjGNCupgH4VDrJ9MIUn2nFw/1Q6BcoPFX/diTgy2xF7cw2l8u1TPyv1o1Vv+YkLIhiRQMyG9SPOVYhzuLCHhOUKD7WBIhgeldMhiCAKB1qQYdgLZ+8SlqXFatauX6sluo38zjy6ASdojKy0BWqo3vUQE1E0At6Qx/o03g13o0vYzKz5ox5zzFagPHzCx0upLY=</latexit>

�k ⇠ G0 k = 1, . . . ,K

<latexit sha1_base64="LJs/uRZkwtYMRwwV5y1uLFAPjPw="></latexit>

G =
KX

k=1

⇡k��k

<latexit sha1_base64="JObEcW3pTMVv9ZzAq3cMlzY2N48=">AAACD3icbVDLSsNAFJ34rPUVdelmsCiuSiIFdVEoulBwU8E+oIlhMpm2Q2aSMDMRSsgfuPFX3LhQxK1bd/6N0zYLbT1w4cw59zL3Hj9hVCrL+jYWFpeWV1ZLa+X1jc2tbXNnty3jVGDSwjGLRddHkjAakZaiipFuIgjiPiMdP7wc+50HIiSNozs1SojL0SCifYqR0pJnHl3BOnRkyr0srNv5/Q10EuqF0AkIU8jLnGSon7lnVqyqNQGcJ3ZBKqBA0zO/nCDGKSeRwgxJ2bOtRLkZEopiRvKyk0qSIByiAelpGiFOpJtN7snhoVYC2I+FrkjBifp7IkNcyhH3dSdHaihnvbH4n9dLVf/MzWiUpIpEePpRP2VQxXAcDgyoIFixkSYIC6p3hXiIBMJKR1jWIdizJ8+T9knVrlXPb2uVxkURRwnsgwNwDGxwChrgGjRBC2DwCJ7BK3gznowX4934mLYuGMXMHvgD4/MHttWb5A==</latexit>

✓n ⇠ G
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Random Measure View What happens when K → ∞
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Stick-breaking representation of the Dirichlet, 
Chinese restaurant process, urn schemes.

Repeat this idea for other models: 
- Latent Variable models Indian Buffet process 

- Bayesian Linear regression  Gaussian process 

- Time series  Temporal point process

→
→

→
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Non-parametric

Parametric

Continuous

Discrete
Deep

Direct/
Linear

Deep Gaussian 
processes
Recurrent Gaussian
Process
GP State space model

Indian buffet process
Dirichlet process
mixture

Hidden Markov Model
Discrete LVM
Sparse LVMs

PCA, factor analysis
Independent 
components analysis
Gaussian LDS
Latent Gauss Field

Nonlinear factor 
analysis
Nonlinear Gaussian 
belief network
Deep Latent Gaussian 
(VAE, DRAW)

Cascaded Indian
Buffet process
Hierarchical Dirichlet
process

Linear Parametric Discrete

Linear Parametric Continuous

Sigmoid Belief Net
Deep auto-regressive
networks (DARN)

Direct Nonparametric Discrete

Direct Nonparametric Continuous

Deep Parametric Discrete

Deep Parametric Continuous

Deep Nonparametric Discrete

Deep Nonparametic Continuous

Gaussian process LVM
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Bayesian Numerics

๏Consider uncertainty in computation.  
๏Computational bottlenecks: optimisation, sampling, numerical integration, ODE solving, linear 

algebra, discretisation in PDEs, learning rates and line searches. 

Think of numerical methods as (Bayesian) learning algorithms.

๏Bayesian Monte Carlo/ 
Bayesian Quadrature 

๏Conjugate Gradients 

๏Line search 

๏Runge-Kutta ODE 

๏PDEs
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Contextual Values

๏ Respect-for-persons - Individual 
Autonomy 

๏ Beneficence - research designed 
to maximise societal benefit and 
minimise individual harm. 

๏ Justice - research risks must be 
distributed across society.

๏ Non-malfeasance - Do no harm. 

๏ Explicability - Explanation and 
Transparency. 
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Probability is a measure of the belief in a 
proposition given evidence.  

A description of a state of knowledge.

p(x1, …, xn) = ∫
N

∏
i=1

p(xi |θ)P(dθ)

⌘1 = Bx1

g()

g()

⌘l = Bxl

…

E[y]

Bayesian statistics, all 
quantities are probability 

distributions, so there is only the 
problem of inference.

p(x) =

Z
p(x, z)dz

!

x

⍺ β
q�(z)

KL[q(z|y)kp(z|y)] Approximation class

True posterior

Environment 
or Model
p(R(s,a))

Action Prior
p(a) Non-parametric

Parametric

Continuous

Discrete
Deep

Direct/
Linear

Deep Gaussian 
processes
Recurrent Gaussian
Process
GP State space model

Indian buffet process
Dirichlet process
mixture

Hidden Markov Model
Discrete LVM
Sparse LVMs

PCA, factor analysis
Independent 
components analysis
Gaussian LDS
Latent Gauss Field

Nonlinear factor 
analysis
Nonlinear Gaussian 
belief network
Deep Latent Gaussian 
(VAE, DRAW)

Cascaded Indian
Buffet process
Hierarchical Dirichlet
process

Linear Parametric Discrete

Linear Parametric Continuous

Sigmoid Belief Net
Deep auto-regressive
networks (DARN)

Direct Nonparametric Discrete

Direct Nonparametric Continuous

Deep Parametric Discrete

Deep Parametric Continuous

Deep Nonparametric Discrete

Deep Nonparametic Continuous

Gaussian process LVM

Neutrality 
Decolonisation 
Ethical Value Criteria

Decolonise 
Be critical

Epistemic values

Contextual Values

G =
1X

k=1

⇡k��k ⇠ DP (↵, G0)
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Some papers and books
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Book Recommendations
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MachinesDearest, note how these two are alike: 

This harpsichord pavane by Purcell 
And the racer’s twelve-speed bike. 
The machinery of grace is always simple. 

This chrome trapezoid, one wheel connected 
To another of concentric gears, 
Which Ptolemy dreamt of and Schwinn perfected, 
Is gone. The cyclist, not the cycle, steers. 

And in the playing, Purcell’s chords are played away. 
So this talk, or touch if I were there, 
Should work its effortless gadgetry of love, 
Like Dante’s heaven, and melt into the air. 
If it doesn’t, of course, I’ve fallen. So much is chance, 
So much agility, desire, and feverish care, 
As bicyclists and harpsichordists prove 
Who only by moving can balance, 
Only by balancing move. 



Bayesian Learning 

Shakir Mohamed
@shakir_za

Basics | Computation | Approximation | Futures


