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Abstract
Markov Decision Processes are the standard model of sequential decision-making problems in reinforcement learning.
However, as noted by Abel et al. [1], for some environments, there exist choices of task that cannot be expressed as
a reward function that is Markovian on the environment’s state space. We here address this limitation by studying a
particular form of state-construction that is designed to systematically enrich the expressivity of reward. Concretely,
we introduce the Split Markov Decision Process, a model of sequential decision-making problems with decoupled
environment-state and reward-state, reminiscent of reward machines [2]. Using this model, we generalize one of the
central questions of Abel et al. [1] regarding the expressivity of reward: given any task and Markovian environment,
does there exist a reward function defined over some reward-state space that can express the task? Our main result
answers this question in the affirmative for one type of case by offering a procedure that builds the realizing reward
structures. We close by exploring basic aspects of reinforcement learning under these realizing reward structures in
small-scale experiments, and call attention to open questions of interest.
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1 Introduction

Discrete time Markov Decision Processes (MDPs) are the standard model of environments in reinforcement learning
(RL). Naturally, restricting attention to MDPs limits the space of representable RL problems—for instance, we might
instead consider cases in which there is no available description of state, that time is not discrete, or that either the
transition or reward function depend partially on history. Indeed, Abel et al. [1] explore the expressivity of Markov
reward as a possible limitation to the space of tasks we can represent. Given an environment modeled as a Controlled
Markov Process (CMP: Definition 1), Abel et al. [1] suppose that a designer (Alice) forms preferences over the CMP
that she will translate into a reward function to incentivize a learning agent (Bob) to realize the chosen preferences.
Abel et al. [1] then ask: for any choice of such preferences and CMP, will there always exist a Markov reward function
that captures Alice’s preferences?

One of the main results (Theorem 4.1) of Abel et al. [1] illustrates that there are two known types of failure cases
in which the expressivity of Markov reward functions is lacking. The first they call the “steady state type” in which
Alice holds preferences over events that occur with zero probability. For this reason, reward fails to elicit behavior
that captures the given preferences, only because the behavior does not factor into the start-state value (or return) of
the preferred behaviors. The second they call the “entailment type”, in which the value of the desired preferences is
entangled. For example, consider the “always move in the same direction” task in a grid world. Here, the CMP is a grid
world with environment state defined according to a typical (x, y) pair. However, there is no Markov reward function
that can properly incentivize an agent to prefer the four “go the same direction” policies above all alternatives—such
reward functions depend on knowledge of either history or the future.

Results Overview. We here provide one kind of remedy to entailment issues. Our construction also yields a new
and potentially interesting model of sequential decision-making problems we call the Split Markov Decision Process
(Split-MDP) that bears heavy resemblance to reward machines [2]: a Split-MDP follows from the insight that rewards
need not be based on the same notion of state as the environment’s transitions. Concretely, a Split MDP is a CMP
paired with an automaton-like structure we call a reward bundle (Definition 3) that produces reward. We use this
model to provide a simple constructive proof that one aspect of the limited expressivity of Markov reward identified
by Abel et al. [1] can be fixed by augmented state (or, said differently, that non-Markovian rewards do not suffer
from entailment issues when encouraging Markov policies). Lastly, we conduct small-scale experiments that provide
additional support to our findings, and highlight open questions of interest.

1.1 Preliminaries: CMPs, Tasks, and the Split-MDP

We first introduce relevant concepts needed to make our study precise, though we adopt many of the conventions from
Abel et al. [1]. We begin with an environment described by a CMP, defined as follows.

Definition 1. A Controlled Markov Process (CMP) is a model of an environment, E = (Sp,A, p, γ, s(0)
p ), where: Sp

is a finite set of environment states,A is a finite set of actions, p : Sp × A → ∆(A) is a transition function, γ ∈ [0, 1)
is a discount factor, and s(0)

p ∈ Sp is the environment start-state.

Then, a designer (Alice) inspects the environment and forms some set of preferences over desired outcomes. Following
Abel et al. [1], we will be initially focused on sets of acceptable policies (SOAPs), defined as follows, though our main
result extends to policy orderings (POs) and trajectory orderings (TOs) defined by Abel et al. [1] as well.
Definition 2. A Set Of Acceptable Policies (SOAP) is a non-empty subset of the deterministic policies, ΠG ⊆ Π, with
Π the set of all deterministic mappings from Sp toA for a given E.

As discussed, one of the central questions of Abel et al. [1] asks: for a given (E,ΠG) pair, will there exist a reward
function that is Markov on Sp that can capture the given SOAP in E? A reward function captures the SOAP just when
the start-state value induced by the given reward function adheres to the constraints of the SOAP. That is, the good
policies all have strictly higher start-state value than the bad policies (“range” SOAP), or the good policies are all
optimal and have strictly higher start-state value than the bad (“equal” SOAP). We here generalize this question to the
case where Alice can choose not just a reward function, but also a state space for the reward function to operate over.

The Split Markov Decision Process. We next introduce two new structures: (1) A reward bundle (Definition 3): A
collection of structures that produce reward, reminiscent of reward machines [2]; and (2) the Split-MDP (Definition 4):
An MDP formed by a CMP paired with a reward bundle. This model is motivated by the observation that the basic
laws of an environment might depend on different information than the reward function, and thus, we can decouple
environment-state from reward-state.
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Definition 3. A reward bundle is a quadruple, R = (Sr, r, f , s(0)
r ), where: Sr is a finite set of reward states, r :

Sr ×A × Sr → R is a reward function, f : Sr × Sp ×A → Sr is a deterministic reward-state dynamics function, and
s(0)

r ∈ Sr is the reward start-state.

We may combine a CMP with a reward bundle to form a Split-MDP as follows.

Definition 4. A Split Markov Decision Process (Split-MDP) is any MDP formed by pairing a CMP with a reward
bundle, M = (E,R), yielding S = Sp × Sr, s(0) = (s(0)

p , s
(0)
r ), and pM : sp × sr × a 7→ p(sp, a), f (sr, sp, a).

In cases where the reward-state space is unknown or unobservable to a learning algorithm, it might be natural to
suppose an agent interacts with a Split-MDP but only observes the pair (s(t)

p , r(s(t)
r )). Such a setting induces a specific

kind of partially observable MDP (POMDP) [3] in which the next observation, s(t+1)
p , is predictable from s(t)

p and a(t)

alone. We call such a model a Split-POMDP, and note that it defines a friendly class of POMDPs; we anticipate there
are many interesting questions to pursue about Split-POMDPs beyond our scope.

2 Results.

First, we inspect whether there is always a reward bundle to realize a given SOAP. As mentioned in the introduction,
we are focused on the “entailment cases”, and set aside “steady state” issues by invoking the following assumption.

Assumption 1. All tasks only contain preferences over outcomes that occur with non-zero probability.

This assumption is just a concise way of limiting our attention to entailment cases, but we note that there are related
arguments that go beyond this assumption that are out of scope for this paper.

Proposition 1. Under Assumption 1, for any choice of CMP E and SOAP ΠG (with policies defined on Sp), there
exists a reward bundle R such that the optimal policies in M = (E,R) are equivalent to those in ΠG.

Proof of Proposition 1.

We are given a finite CMP, E = (Sp,A, p, γ, s(0)
p ), and a SOAP ΠG where each πg ∈ ΠG is a mapping from Sp

to A. We want to show that there is a reward bundle, R = (Sr, r, f , s(0)
r ), such that in the resulting Split-MDP

M = (E,R), the optimal policies, Π∗M = arg maxπ∈Π Vπ
M(s(0)), agree with the SOAP on each sp,

(i) πM(sp, sr) = πg(sp), ∀sp,sr∈Sp×Sr∀πM∈Π
∗
M
∃πg∈ΠG , (1)

(ii) |Π∗M | = |ΠG |. (2)

We proceed by constructing such a reward bundle:

• Reward state space. Let Sr = P(ΠG), where P(X) denotes the powerset of X.

• Reward start-state. Let s(0)
r be ΠG.

• Reward state dynamics. We define f to remove any policy from ΠG that is inconsistent with the
state-action taken, and to repopulate the full SOAP when all policies have been removed:

f (sr, sp, a) =

{
sr \ Π,(sr, sp, a) |sr | > 0
ΠG otherwise.

(3)

where Π,(sr, sp, a) is the set of all policies in sr that do not take a in sp.

• Reward function. Lastly, let r(s(t−1)
r , a(t), s(t)

r ) = I
{
∃π∈sr : π(s(t)

p ) = a(t)
}
.

There are two key facts about this reward bundle. First, the reward function provides +1 reward to those state
action pairs that agree with one of the acceptable policies. Second, the reward state dynamics function will
remove any policy from the reward state that is inconsistent with an action taken. Thus, at any point in time,
the only policies that remain in the reward state are those consistent with every action taken thus far. �
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In some situations, we might imagine that the reward-state is either unknown or unobservable to the learning agent,
thus inducing a Split-POMDP. We next highlight the fact that, by direct consequence of the previous construction,
there will exist optimal policies in the Split-POMDP that only depend on environment-state.

Corollary 1. Consider a Split-MDP constructed from an (E,ΠG) pair according to the procedure outlined in the proof
of Proposition 1. When viewed as a POMDP with sr the hidden state and sp the observation, there will always exist
an optimal deterministic policy that only depends on environment-state, sp.

Thus, when the agent only observes environment-state, there is still a representable optimal policy, unlike traditional
POMDPs in which memoryless policies are known to be arbitrarily sub-optimal [6, 4]. We explore this consequence
further in our experiments (subsection 2.1).

Furthermore, we find that the trajectory ordering and the policy ordering cases considered by Abel et al. [1] can be
captured by a similar construction.

Corollary 2. Under Assumption 1, for any choice of Split-CMP E and trajectory ordering Lτ,N or policy ordering LΠ

(with trajectories and policies defined over Sp), there exists a reward bundle R such that the start-state return of the
trajectories of Lτ,N or start-state value of the ordering LΠ adheres to the constraints specified by the given task.

We exclude the full proof due to space constraints, but note that the idea is a straightforward extension of the earlier
proof. In the case of trajectory orderings, we define Sr to be the space of length [1 : N] trajectories, and define
r : sr 7→ 1{|sr | = N} × (RMax− rank(sr)) so that end-of-trajectory reward ranks the trajectories from best to worst. In
the case of a policy ordering, let Sr = P(LΠ), and provide reward each time-step proportional to the inverse-rank of
the best policy still consistent with the behavior. Both constructions ensure that each ordering is respected.

2.1 Experiments

We conduct experiments with a simple SOAP and CMP reminiscent of the XOR problem from Abel et al. [1]. The
CMP has three environment-states and two actions, pictured in Figure 1a. The desired SOAP contains four policies,
each requiring that the agent take different actions across two of the three environment-states. We construct a reward
bundle with four-reward states (pictured in Figure 1b) according to the constructive procedure described by Proposi-
tion 1, and note that, as a consequence, there will exist four optimal policies over just sp. Our experiments are intended
to explore two questions. First, we examine learning curves of a variety of agents interacting with this environment
to study the relationship between the representability of a good policy and its learnability—when viewed as a Split-
POMDP, we know typical learning algorithms can represent each of the policies in the SOAP (by Corollary 1), but
do not know whether learning these policies is also feasible (building on the results in Section 4.2 by McCallum [5]).
Second, we inspect whether the proposed reward bundles can in fact incentivize learning algorithms to discover any
of the acceptable policies, rather than just learn a single desired behavior. For simplicity, we experiment with tabular
Q-learning of two variations: (1) When viewing the problem as an MDP, so (sp, sr, r(sr)) are given as input each time
step, and (2) When viewing the problem as a POMDP, so (sp, r(sr)) are given as input each time step. We further vary
the initialization of Q between all zeros and uniform random from the interval [0, 1], as well as different settings of
the exploration parameter (ε, no annealing) used in ε-greedy action selection. We set the learning rate α = 0.05 and
discount factor γ = 0.95.
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(b) Reward Bundle

Figure 1: The XOR-like environment used in the experiments (left), with the reward bundle (right) constructed by
the procedure described in the proof of Proposition 1. The desired SOAP contains all policies that disagree on action
choice across sp0 and sp1 . That is, ΠG = {π010, π100, π011, π101}, where π010 denotes {sp0 7→ a0 | sp1 7→ a1 | sp2 7→ a0}.
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Figure 2: The first two figures present results from Q-learning interacting with an environment as a Split-MDP (blue)
compared to a Split-POMDP (orange, “PO” prefix), when the rewards are generated from a well-constructed reward
bundle as per Proposition 1. We further contrast performance relative to a randomly initialized Q function in both the
MDP (green) and POMDP (pink, “PO” prefix) variations. The y-axis displays the mean, per-episode reward, averaged
over 100 runs of the experiment with 95% confidence intervals, with optimal performance shown in the grey dashed
line. The third plot illustrates the fraction of the four acceptable policies discovered by each learning algorithm in the
final 50 episodes of learning across all runs of the experiment.

Results are presented in Figure 2. In Figure 2a and Figure 2b, we plot learning curves of all four agent varieties. We
observe that in both zero-initialized and randomly-intialized learning for the standard MDP case (shown in blue and
green, respectively), Q-learning can reliably discover optimal behavior, corroborating Proposition 1. In the POMDP
case (orange and pink), the results suggest that, depending on ε, PO Q-learning will either achieve the same level
of performance as its MDP counterpart (as in ε = 0.1), or that there is a statistically significant gap separating the
performance of the two (as in ε = 0.01). This suggests that learning in a Split-POMDP is sometimes feasible; a natural
direction for future work will further clarify the precise conditions under which effective learning is always possible.
In Figure 2c, we visualize the fraction of time that each agent’s greedy policy at the end of the episode is one of the
SOAP policies (in just the final 50 episodes, averaged over 100 runs of the experiment). These results demonstrate that
all four learning algorithms can reliably recover each one of the acceptable policies during learning, in roughly equal
proportion. These results indicate that well-constructed reward bundles can in fact enhance what is learnable, even
when the agent does not have access to the reward-state. A key direction for future work will identify simple learning
procedures that can automatically construct agent-state to discover any kind of behavior expressible by reward.

2.2 Discussion

This work presents a simple state construction procedure that can enrich the expressivity of reward. Our results patch
one of the holes identified by Abel et al. [1], and show that we can produce reward that is often conducive to learning.
Lastly, we introduce the Split-MDP and Split-POMDP, which we believe may offer useful perspectives for studying
state-construction, learning under partial-observability, and task complexity in RL.
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